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Heart failure (HF) is a leading cause of death, yet standard risk models rely almost entirely on structured clinical variables,
omitting the ECG, imaging, notes, ambulatory vitals, and longitudinal records clinicians use. This study asks whether integrating
these modalities improves HF mortality prediction beyond structured variables alone. Because the 299-patient UCI Heart Failure
Clinical Records cohort contains only structured variables, each UCI patient is matched to a demographically similar donor
record (by age, sex, or ejection fraction) from PTB-XL, MIMIC-IV (Note/Hosp/Online Medical Record [OMR]), MIMIC-CXR,
and EchoNet-Dynamic. Crucially, no non-structured modality is a patient’s own record, so the design tests whether similar
real donor data helps prediction — a surrogate-modality augmentation — not whether a patient’s own multimodal data helps.
Modality-specific encoders produce embeddings combined with structured features via classical models, graph neural networks,
and early/late/cross-modal fusion, alongside Kaplan–Meier and Cox survival analyses. The central finding is methodological:
after multiplicity correction (Holm, Benjamini–Hochberg), no donor-matched modality significantly improved on structured
features, and the nominal best addition — echocardiography — traces to ejection-fraction leakage, since echo donors are
EF-matched and the encoder predicts EF. No fusion strategy surpassed the structured Random Forest. On the independent
2,008-patient Zigong cohort, retrained Logistic Regression was strongest (AUROC 0.810); a frozen UCI model transferred with
only modest discrimination (AUROC 0.66) and failed calibration under a tenfold lower event rate. Careful modality selection,
not count, drives small-cohort performance.

Keywords: Heart failure, mortality prediction, multimodal machine learning, electronic health records, electrocardio-
gram, echocardiography, chest X-ray, clinical notes, graph neural network, Cox proportional hazards, surrogate-modality
augmentation, donor matching.

Introduction

Heart failure affects roughly 64 million people worldwide,
with five-year mortality approaching 50%. Traditional risk
models draw on a small set of structured baseline variables, as-
sume linear relationships, and assess a patient only once, even
though routine care now generates ECGs, echocardiograms,
imaging reports, ambulatory vitals, and free-text notes that sel-
dom appear together in benchmark datasets. Because the UCI
HF cohort records only structured variables, this paper aligns
six real-cohort modality encoders to it: each UCI patient is
matched to a demographically similar donor record (by age,
sex, or ejection fraction [EF]) drawn from PTB-XL, MIMIC-
IV, MIMIC-CXR, and EchoNet-Dynamic. This is a surrogate-
modality (donor-matching) design — the non-structured sig-
nals are real but come from different, unrelated donors, so the
study tests whether similar real data improves prediction, not
whether a patient’s own imaging, ECG, or notes do. Each
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modality is ablated against the structured baseline, and three
fusion strategies are compared under a leak-free protocol.

This work evaluates seven clinical modalities for HF mor-
tality prediction at the encoder level, fuses them via a het-
erogeneous patient graph, and benchmarks three fusion ar-
chitectures. Beyond classical and structured-only GNN base-
lines, the contribution is threefold: first, each modality eval-
uated in isolation, second, a systematic structured-plus-one
ablation, and third, head-to-head early fusion, late fusion
(softmax-weighted LR ensemble), and cross-modal attention
on the same split. Throughout, “multimodal” refers to donor-
matched surrogate modalities rather than natively paired per-
patient records (see Limitations). Because the non-structured
streams are donor-matched surrogates, the study’s principal
contribution is ultimately methodological: using permutation
nulls, embedding residualization, multiple-comparison cor-
rection, and a frozen-model transportability test, it shows
how surrogate-modality augmentation and leakage through a
matched encoder (here, ejection fraction) can manufacture ap-
parent multimodal gains that do not survive scrutiny — a cau-
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tion for small-cohort multimodal prediction.

Research Objectives

This study pursues several aims. It establishes rigorous clas-
sical baselines on the UCI cohort, following Chicco and Ju-
rman1, and evaluates structured-only Graph Convolutional
Network (GCN) and Graph Attention Network (GAT) base-
lines over a k-nearest-neighbor patient graph. It trains six real-
cohort modality encoders — Bio ClinicalBERT on MIMIC-
IV-Note and MIMIC-CXR, a one-dimensional convolutional
neural network (1D-CNN) on PTB-XL, an R(2+1)D-18 video
model on EchoNet-Dynamic, a Transformer on MIMIC-IV
Hosp events, and a 1D-CNN with a gated recurrent unit (GRU)
on the MIMIC-IV Online Medical Record (OMR) vitals —
and projects each embedding onto UCI patients by age/sex/EF
nearest-neighbor donor assignment. Every structured-plus-
one-modality configuration is then ablated, and early, late
(softmax-weighted), and cross-attention fusion are compared.
Finally, the structured pipeline is replicated on the inde-
pendent 2,008-patient Zigong cohort, and a companion Cox
proportional-hazards survival analysis is reported on the same
UCI covariates.

Background

Heart Failure: Clinical Context

HF carries roughly 50% five-year mortality, so accurate risk
prediction matters. Clinicians rely on ejection fraction, a mea-
sure of pump efficiency, biomarkers such as B-type natriuretic
peptide (BNP) and its N-terminal prohormone (NT-proBNP)
that signal cardiac stress, and the New York Heart Association
(NYHA) functional class. Prognosis is multimodal: imag-
ing (echocardiography, chest X-ray), ECG, laboratory values,
demographics, and history each carry complementary infor-
mation, which motivates models that combine these sources
jointly. Two variables central to this assessment, NYHA func-
tional class and BNP/NT-proBNP, are not recorded in the UCI
cohort and therefore enter none of the models reported here.
Their absence limits direct clinical comparability and is revis-
ited in the Limitations.

Machine Learning in Cardiovascular Medicine

Machine learning already has a track record in cardiovascular
medicine. On the UCI cohort used here, Chicco and Jurman1

got about 74% accuracy from a Random Forest on structured
features alone, with serum creatinine and EF carrying most of
the signal. On individual modalities, models now match spe-
cialists. Convolutional networks pick out arrhythmias from
ambulatory ECGs as well as cardiologists2 and read the full
12-lead ECG on their own3. An AI-enabled ECG can even
flag a low ejection fraction4, and video models measure EF

beat by beat from echocardiograms5. Work on longitudinal
records came earlier: Doctor AI6 and the large-scale EHR
models of Rajkomar et al.7 showed that patient representa-
tions can be learned straight from the data. Clinical language
models like BERT8 and Bio ClinicalBERT9 power the note
and report encoders in this study.

Putting these streams together is more recent. Several pri-
mary studies have built and directly compared multimodal fu-
sion models for clinical prediction: architecture search over
structured electronic-health-record streams10, fusion of clini-
cal time series with chest radiographs11, joint modeling of CT
imaging and structured records12, an integrated framework
spanning imaging, notes, and tabular data13, and multimodal
deep learning for dementia assessment14. Heart failure has its
own machine-learning risk models, both for preserved ejection
fraction15 and for prognosis more generally16,17. Graph neu-
ral networks are a good match for patient-similarity data; the
GCN18 and GAT19 are standard tools for node classification.
On plain tabular data, gradient-boosted trees remain strong
baselines. What has not been done is a straight comparison of
fusion strategies for heart-failure mortality on a single cohort.
That is the gap this study aims at, while being upfront about its
surrogate-modality design (see Limitations). UCI is the dis-
covery set, and the 2,008-patient Zigong cohort20 serves as an
independent, hospital-scale replication of the structured-only
pipeline.

Recent primary studies sharpen each of these threads. In
heart failure specifically, machine-learning models have been
developed and validated for acute and in-hospital mortal-
ity21,22, for readmission or death23, and for long-term in-
cident risk24. On the electrocardiogram, deep networks
now infer structural and echocardiographic findings from the
trace alone: low ejection fraction in a pragmatic random-
ized trial25 and in emergency-department dyspnea26, left-
ventricular diastolic function27, and incident or worsening
heart failure28,29. For fusion and graph methods, recent work
pairs EHR streams with transformers and graph neural net-
works to stratify heart-failure patients30 and fuses imaging
with structured risk factors for cardiovascular31 and intensive-
care32 outcomes. These studies motivate the present compar-
ison, but nearly all use single-modality or paired real-patient
data rather than the surrogate-donor design examined here.

Methods

Two independent HF cohorts are used. The discovery co-
hort is the 299-patient UCI Heart Failure Clinical Records
Dataset33; every modality is aligned to it so all experi-
ments share the same labels, 70/30 stratified split (n test
= 90, seed 42; see Train–Test Split), and primary metric.
Independent replication uses the 2,008-patient Zigong co-
hort20 (166 columns/admission, 6-month all-cause mortality;
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see Independent Replication Cohort). Only the structured
pipeline is retrained on Zigong, which does not release paired
notes/ECG/imaging/vitals streams.

Core Structured Clinical Dataset

The UCI dataset has 13 columns: 11 baseline clinical
variables, a follow-up time column, and DEATH EVENT.
Follow-up time introduces target leakage (shorter durations
correlate with mortality), so it is excluded, leaving the 11 base-
line covariates (age, anemia, creatinine phosphokinase (CPK),
diabetes, EF, hypertension, platelets, serum creatinine, serum
sodium, sex, smoking). Continuous variables are z-scored on
the training partition.

Clinical Text — MIMIC-IV-Note Discharge Summaries

Each UCI patient was assigned a real MIMIC-IV-Note dis-
charge summary34 by weighted-Euclidean matching on age
and sex, drawn from a pool of 23,518 heart-failure ad-
mission notes (ICD-10-identified). Text was encoded with
Bio ClinicalBERT9, a clinical variant of BERT8, mean-
pooling the first 512 tokens of each note into a frozen 768-
dimensional embedding.

Electrocardiogram (ECG) Signals — PTB-XL

Each UCI patient was matched by age and sex to a 10-
second, 12-lead PTB-XL ECG35 from a demographically sim-
ilar donor. An encoder pre-trained on PTB-XL distinguishes
normal from abnormal rhythms. In addition to raw wave-
forms, 27 clinical measurements were extracted per ECG
(heart-rate variability (HRV) SDNN/RMSSD, QRS/QTc du-
rations, and voltage amplitudes). Because these traces belong
to donors rather than to the UCI patients themselves, no wave-
form difference is attributed to a UCI patient’s mortality out-
come; the ECGs enter the models only as donor-matched sur-
rogate features.

Medical Imaging: Chest X-Ray - MIMIC-CXR Reports

Radiology reports were gathered from MIMIC-CXR using
HF-specific ICD-10 codes, yielding 5,000 reports matched
to study patients. As with the discharge notes, the
first 512 tokens of each report were encoded with frozen
Bio ClinicalBERT (no fine-tuning) into a 768-dimensional
vector.

Medical Imaging: Ultrasound Videos - EchoNet-Dynamic

Dynamic ultrasound data came from EchoNet-Dynamic, a
Stanford database of over 10,000 four-chamber-view clips.
Each video carries a measured EF — the fraction of blood

ejected per beat, a guideline-standardized echocardiographic
measure36,37. Every UCI patient was paired with the donor
video of exact (or closest) matching EF.

Longitudinal Outpatient Vitals – MIMIC-IV OMR

Longitudinal outpatient trends — blood pressure, weight,
BMI, height — were taken from MIMIC-IV OMR, covering
16,254 HF patients with at least three visits each. Each his-
tory was standardized against normal ranges and formatted as
a uniform sequence of up to 128 visits across 6 measurements.
This periodic clinic data is not a continuous wearable tracker
stream, but it is the closest public dataset for long-term outpa-
tient cardiovascular health.

Longitudinal EHR History — MIMIC-IV Hosp

Long-term records for 43,142 HF admissions were drawn
from MIMIC-IV Hosp. Each stay was converted into a time-
line of medical events (diagnoses, prescriptions, abnormal
labs), tokenized with a 4,013-term vocabulary and truncated
at 512 events. Each UCI patient was then matched to a real
admission record by age and sex.

Data Inventory Summary

Train-Test Split

The 299 patients were split 70/30 — 209 for training, 90 for
final testing — with stratification preserving the mortality rate
in both partitions.

Every model and fusion approach was evaluated on this
same 90-patient test set, making all scores directly compara-
ble; all tuning was confined to the training partition to prevent
test-set leakage.

Independent Replication Cohort — Zigong Fourth Peo-
ple’s Hospital

A separate 2,008-patient cohort from Zigong Fourth People’s
Hospital provided an independent replication of the structured
model on real-world hospital data, predicting death within six
months of discharge (rather than in-hospital). Because the
models were retrained on Zigong and its feature space (166
columns per admission) and 6-month endpoint differ from
UCI’s 11 predictors and variable-follow-up DEATH EVENT,
this analysis is a replication and independent model develop-
ment on a second cohort, not a frozen-model transportabil-
ity test of the UCI pipeline; results therefore speak to models
trained on Zigong.

Data were split 70/15/15 (train/tune/test) after removing
14 post-discharge measurements that could leak the out-
come. Because Zigong publishes only structured records —
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Table 1 Multimodal data inventory — all modalities aligned to the 299-patient UCI cohort.
Modality Source Per-patient Shape Encoder Embedding Dim
Structured clinical UCI Heart Failure Records 11 features (follow-up-time

excluded to prevent target
leakage)

— 11

Clinical text MIMIC-IV-Note (real, HF
ICD-10 filtered) 34,38

Discharge summary (up to 512
tokens)

Bio ClinicalBERT (frozen) 9 768

ECG signals PTB-XL v1.0.3 (real,
n=21,799) 35

12 × 1000 samples (10 s, 100 Hz) 1D CNN (4 blocks), pretrained on
PTB-XL (normal vs. abnormal, using
SCP-ECG diagnostic labels)

128

Medical Imaging: Chest
X-ray

MIMIC-CXR Reports v2.0 (real,
HF ICD-10 filtered) 39

Radiology report (up to 512
tokens)

Bio ClinicalBERT (frozen) 9 768

Medical Imaging:
Ultrasound Videos

EchoNet-Dynamic (real,
n=10,030) 5

AVI video, 112×112, 50 fps R(2+1)D-18 (Kinetics pretrained) + EF
head

512

Longitudinal Outpatient
Vitals

MIMIC-IV OMR (real, HF
ICD-10 filtered) 38

128 × 6 channels (BP, weight,
BMI, height, time)

1D CNN + GRU (mortality-pretrained) 128

Longitudinal EHR History MIMIC-IV Hosp (real, HF
ICD-10 filtered) 38

Tokenized event sequence (≤ 512
tokens)

2-layer Transformer encoder (mortality
pretrained)

128

no paired X-rays, ECGs, or notes — only the structured model
was evaluated on this cohort.

On Zigong, nine classical models were trained: the seven
UCI baselines plus two gradient-boosted-tree libraries. XG-
Boost40 used the histogram tree method with subsample 0.9
and column subsample 0.9, an area under the precision-recall
curve (AUPRC) evaluation metric, and scale pos weight set
to the training class-imbalance ratio; its number of trees, max-
imum depth, and learning rate were tuned over {400, 600}
trees, depth {4, 5}, and learning rate {0.05, 0.03}. Light-
GBM41 used balanced class weights, with trees tuned over
{400, 600}, maximum depth {−1 (unlimited), 6}, and learn-
ing rate {0.05, 0.03}. Logistic Regression, SVM (RBF),
Random Forest, and the tree ensembles used balanced class
weights to address the 2.84% event rate. Every model was
tuned by 5-fold cross-validation maximizing AUPRC on the
training split, because 6-month mortality is rare (9 of 302
test positives), which makes area under the receiver operat-
ing characteristic curve (AUROC) and threshold-0.5 metrics
unstable.

Modeling and Evaluation

Classical Baseline Models

Seven classical machine-learning algorithms were imple-
mented on UCI following Chicco and Jurman1. Logistic Re-
gression is a linear model with L2 regularization (C = 1.0).
Naive Bayes is a Gaussian model assuming feature indepen-
dence. The Support Vector Machine (SVM) uses a radial-
basis-function (RBF) kernel (C = 1.0, γ = ’scale’) for non-
linear decision boundaries. K-Nearest Neighbors (KNN) pre-
dicts by majority vote over the k = 5 nearest patients (Eu-
clidean distance). The Decision Tree is a Gini-split tree
capped at maximum depth 5. Random Forest is a 200-tree

bagging ensemble tuned for the Matthews Correlation Coeffi-
cient (MCC). Gradient Boosting uses 100 shallow trees (max-
imum depth 3, learning rate 0.1), each correcting its predeces-
sor. Two additional gradient-boosted-tree libraries, XGBoost
and LightGBM, were introduced only for the Zigong repli-
cation and are described in the Zigong modeling paragraph
below.

Scale-sensitive models (Logistic Regression, SVM, KNN)
were standardized with StandardScaler; tree-based models
skipped scaling because their splits are threshold-based. Bi-
nary factors were passed as 0/1 integers. A fixed seed (ran-
dom state = 42) makes all runs reproducible.

Patient Similarity Graph

A patient-similarity network connects each patient to their 5
nearest neighbors on standardized clinical features, forming
2,116 edges. Each node carries its structured features concate-
nated with whichever extra embeddings (ECG, notes, imag-
ing, etc.) are under test. The graph was frozen across all ex-
periments so that any change in performance reflects the added
modality, not a changed graph.

Graph Neural Network Baselines & Backbones Architec-
tures

Two graph models — a Graph Convolutional Network (GCN)
and a Graph Attention Network (GAT) — process the pa-
tient network via neighborhood message passing42 over the 11
structured features. For the Zigong replication a third back-
bone, GraphSAGE43, was added with a mean neighborhood
aggregator; on UCI, GCN and GAT are the structured-only
baselines. Because survivors outnumber non-survivors 2.11:1,
training up-weighted the mortality class.
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The same 2-layer GCN configuration (hidden size, dropout)
was reused across all multimodal tests; only the input-layer
width changed to accommodate each added modality.

ECG Encoder Architecture

To process ECG waveforms, a 4-layer 1D-CNN was built for
waveform classification; deep neural networks have reached
cardiologist-level 12-lead diagnosis3. Successive layers ap-
ply progressively smaller filters, normalization, and pooling
to capture both broad rhythms and subtle wave patterns, con-
densing each trace into a 128-dimensional embedding.

Pre-trained on PTB-XL to detect abnormal rhythms, the en-
coder reached 0.934 AUROC on held-out data. Because UCI
lacks raw traces, each patient inherited a 128-D ECG embed-
ding from an age/sex-matched PTB-XL donor.

Imaging & Radiology Encoders

An R(2+1)D-18 video model, trained on 16-frame echo clips
to predict EF, reached a 7.32 % mean absolute error and
yielded a 512-D embedding per patient. MIMIC-CXR reports
were encoded with Bio ClinicalBERT into 768-D vectors (av-
eraged across a patient’s reports). Lacking native ultrasound
and X-ray data, UCI patients inherited these embeddings from
age/sex-matched donors.

Longitudinal Outpatient Vitals Encoder(1D CNN + GRU)
— MIMIC-IV OMR

Outpatient histories were modeled with a 3-layer 1D CNN
(short-term changes) feeding a 2-layer GRU (long-term
trends), condensing each multi-year history into a 128-D pro-
file. Trained on MIMIC-IV OMR to predict mortality, it
reached roughly 0.60 validation AUROC. Lacking longitudi-
nal outpatient records, each UCI patient inherited a 128-D pro-
file from an age/sex-matched donor.

EHR Encoder (Transformer) — MIMIC-IV Hosp

A 2-layer Transformer44 read admission records encoded as a
4,013-code vocabulary, following sequence-model represen-
tations of longitudinal records such as Doctor AI6, pooling
event embeddings into a 128-D per-stay profile. Trained on
a 15,000-admission subset of the 43,142 MIMIC-IV Hosp HF
admissions (see the Longitudinal EHR History section) to pre-
dict in-hospital mortality, it reached 0.962 AUROC. Lacking
event sequences, each UCI patient inherited a 128-D profile
from an age/sex-matched donor.

Multimodal Fusion Strategies

All three strategies combine seven data sources—11 standard
clinical features plus six AI profiles (notes, ECG, ultrasound,
hospital records, outpatient trends, and X-ray reports)—
totaling a 2,443-dimensional vector per patient. They were
evaluated on 299 patients split into 209 for training and 90 for
testing (the overall pipeline is summarized in Figure 1).

Three fusion strategies were compared. Early Fusion con-
catenates all seven sources into one 2,443-dimensional vector
and fits a single Logistic Regression. Late Fusion fits a per-
source Logistic Regression and combines their outputs with
learned softmax weights. Cross-Modal Attention with a mul-
tilayer perceptron (MLP) treats each of the seven sources as
a token, letting an attention layer mix them before the final
prediction.

Figure. 1 Overview of the multimodal patient-graph pipeline.
Modality-specific encoders (structured baseline, ECG, imaging/echo,
chest-X-ray reports, clinical notes, longitudinal EHR events, and am-
bulatory vitals) produce embeddings that are donor-matched to each
UCI patient and concatenated into a 2,443-D feature vector; a k-NN
patient-similarity graph links demographically similar patients, and a
graph neural network (GCN/GAT) backbone predicts mortality. Non-
structured modalities are surrogate (donor-matched), not native to the
UCI patients.

Software Environment

All experiments use Python 3.8+, scikit-learn 1.0.2, pandas
1.4.2, numpy 1.22.3, matplotlib 3.5.1, seaborn 0.11.2, Py-
Torch, and PyTorch Geometric45. All runs use a fixed random
seed (random state = 42) to ensure reproducibility.

Results

Throughout the Results and figures, phase labels denote the
modeling stages of this study: P1 refers to the classical base-
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lines; P2 to the structured-only graph neural networks; P3 to
the per-modality standalone encoders; P3.5 to the structured-
plus-one-modality ablation; and P3.6 to the unified multi-
modal fusion.

Baseline Population Characteristics

Baseline demographic and clinical characteristics are shown
in Table 2.

Classical Baseline Performance

Accuracy ranges from 63 % (KNN) to 77 % (Random For-
est) and AUROC from 0.63 to 0.81 — structured features
alone carry substantial prognostic signal. Random Forest
is strongest (MCC 0.452, accuracy 76.7 %), consistent with
Chicco & Jurman1. SVM (RBF) reaches AUROC 0.783;
KNN is weakest (MCC 0.009), and Naive Bayes lags (MCC
0.153), likely due to its independence assumption.

Structured-Only Graph Neural Networks

On structured features alone, GCN reached MCC 0.283 / AU-
ROC 0.757 and GAT reached 0.223 / 0.696 — both below
the top classical models. On a 299-patient cohort, patient-
similarity edges alone are not enough; graph gains require
richer multi-source features.

Standalone Per-Encoder Performance

Each modality-specific encoder is first evaluated as a stan-
dalone classifier on the shared 70/30 stratified split (n test =
90). Results are summarized in Table 4.

Table 4 and Figure 10 give standalone encoder performance
on the shared 90-patient slice against classical and structured-
GNN references. Three findings: first, no single real encoder
beats the structured 11-D Random Forest (AUROC 0.808), ex-
pected under demographic donor matching at n = 299; second,
the strongest encoders by AUROC are clinical notes (0.711),
echocardiography (0.666), and hospital events (0.643), with
CXR reports (0.640), ECG (0.590), and ambulatory vitals
(0.491) behind; third, the ambulatory-vitals encoder learns
real signal in-cohort (val AUROC ≈ 0.60) but does not transfer
to UCI (0.491) — the honest sub-chance result of the study.

Comparison of Fusion Strategies on Real Embeddings

Three fusion methods were evaluated over all seven sources —
11 structured features plus six real-cohort embeddings (text,
ECG, echocardiography, hospital history, ambulatory vitals,
and X-ray reports), 2,443 features per patient (Figures 8–9),
on the same 90-patient split used throughout so that accuracy

Figure. 2 Two representative donor-matched 12-lead ECG traces
(real PTB-XL v1.0.3), shown for a UCI patient who survived and one
who did not (recipient EF 30% vs. 20%). Because the traces come
from PTB-XL donors, the survival label reflects the matched UCI
recipient’s outcome, not a property of the donor’s ECG; no waveform
feature is attributed to the recipient’s mortality.

Figure. 3 ECG 1D-CNN training on PTB-XL (any-non-NORM
head): train/val loss, validation AUROC, and PCA of the 128-D em-
bedding on 299 UCI patients colored by DEATH EVENT.

Figure. 4 CXR report encoder (Bio ClinicalBERT, frozen; 768-
D). Left: embedding distribution by DEATH EVENT. Center: 12-
PC PCA scree. Right: classifier loss and MCC on the 70/30 split.

and F1 stay comparable across Tables 3–6. Cross-Modal At-
tention (7 tokens over a 2,443-D input) is over-parameterized
at n train = 209, so its lower point estimate in Table 5 is ex-
pected and its CIs overlap the other strategies. Because many
configurations were compared with overlapping bootstrap CIs
and correcting for multiple comparisons across the six single-
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Table 2 Baseline characteristics of the 299-patient cohort, overall and by DEATH EVENT. Continuous: mean ± SD or median [IQR]; cate-
gorical: n (%). EF: HFrEF <40 %, HFmrEF 40–49 %, HFpEF ≥50 %.

Table 3 Classical baselines on the 90-patient test slice (MCC primary); Random Forest leads. Bracketed values: 95 % bootstrap CIs (1,000
resamples, seed 42).

modality additions (Holm and Benjamini–Hochberg), no addi-
tion significantly improved discrimination over the structured
baseline (every ∆AUROC ≤ 0; adjusted p ≈ 0.98), so the lead-
ing configurations — echocardiography, late fusion, and the
hybrid graph among them — are treated as exploratory rather
than established.

Structured-Plus-One-Modality Ablation

In the initial ablation, echocardiography was the only addition
that did not reduce MCC relative to the structured-only base-

line. However, echo donors were matched on EF and the echo
encoder was trained to predict EF — the strongest structured
covariate (Table 2, Figure 13) — so any apparent gain may
partly restate EF; the required controls were therefore run (see
the Robustness Controls note below). Under a reproducible re-
analysis the Structured+Echo advantage did not persist: with
EF present, adding echo did not improve on structured-only
(MCC 0.382 to 0.363; AUROC 0.749 to 0.733), so the result
is reported as exploratory. The other five modalities reduced
MCC vs. structured-only LR (ECG 0.328, EHR 0.314, Text
0.301, ambulatory vitals 0.215, CXR reports 0.166): under
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Table 4 Standalone encoder performance with RF/GB and GCN/GAT references (shared 70/30 slice, n test = 90, seed 42). MCC and AUROC
are primary; bracketed values are 95 % bootstrap CIs (1,000 resamples).

Note: the structured-baseline MCC differs across tables because the reference model differs — Table 4 uses Random Forest (MCC 0.452)
while Table 6 uses the Logistic Regression head for like-for-like ablation (MCC 0.394).

Table 5 Fusion-strategy comparison (six real embeddings + structured). Late fusion leads on AUROC/MCC, but 95 % CIs overlap at n test =
90. Bracketed values: 95 % bootstrap CIs (1,000 resamples).

donor matching at n = 299, weakly aligned embeddings add
noise faster than signal. The baseline row in Table 6 uses the
same LR head as the ablation; Table 3’s Random Forest re-
mains the strongest structured model overall.

Robustness controls across all donor-matched modalities.
Because any apparent multimodal gain could reflect the donor-
matching design rather than independent modality signal, the
full battery of controls was run for all six donor-matched
modalities under one reproducible pipeline (global z-scoring,
a logistic-regression head, 70/30 split; n test = 90), with per-
modality results in Table 6b. Three results hold across the

board. First, no modality improved on the structured-only
baseline (MCC 0.382): every Structured+Modality configu-
ration lowered MCC, echo by the smallest margin (−0.018).
Second, a matched-vs-random-donor permutation test (1,000
shuffles) was non-significant for all six (p = 0.19–0.99), so
matched donors never added signal beyond a random donor
from the same cohort. Third, residualizing each embedding
on age, sex, and EF recovered no gain. Donor reuse was
pervasive — 77 to 89 of the 90 test patients shared a train-
ing donor in every modality — and most extreme for echo,
which drew on only 17 unique donors so that 89 of 90 test
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Table 6 Structured-plus-one-modality ablation (LR head). S + Echo showed the highest MCC but is reported as exploratory only: because echo
donors were EF-matched and the encoder predicts EF, robustness controls (EF-removal, matched-vs-random-donor permutation, residualization
on age/sex/EF, and a donor-reuse audit; see the Robustness Controls note and Table 6b) show the apparent gain restates EF and donor overlap
rather than adding independent ultrasound information. Baseline uses the same LR head as the ablation; Table 3’s RF remains the strongest
structured model overall. Bracketed values: 95 % bootstrap CIs (1,000 resamples).

Figure. 5 MIMIC-IV OMR ambulatory-vital trajectories — SBP,
DBP, weight over visit index for a random patient subset (z-scored;
zero rows are padding).

Figure. 6 Structured-plus-one-modality ablation, S + Ambulatory-
vitals highlighted: MCC/AUROC per configuration on the 90-patient
slice, plus MCC across P1 → P3.6.

patients shared a training donor, leaving the Structured+Echo
test set almost entirely non-independent. Echo was also the
only EF-specific case: with EF removed from the structured
block, echo recovered almost exactly the performance its re-
moval had cost (MCC 0.245 rising to 0.363), confirming the

Figure. 7 Same ablation, S + EHR highlighted — MCC/AUROC
across seven configurations and MCC trajectory across P1 → P3.5.

embedding stands in for EF. Every addition — echo included
— is therefore retained only as exploratory, pending confirma-
tion on natively paired data.

Independent Replication — Zigong Cohort

To test genuine transport rather than re-development, the
UCI-trained structured pipeline — feature definitions, median
imputation, standardization, and the fitted classifier — was
frozen and applied to Zigong without any refitting, using seven
predictors common to both cohorts (age, sex, ejection frac-
tion, serum creatinine, serum sodium, platelets, and diabetes,
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Table 6b Robustness controls for every donor-matched modality (reproducible re-analysis: global z-scoring, logistic-regression head, 70/30
split, n test = 90). For each modality: Structured+Modality MCC and change vs. the structured-only baseline (0.382); unique-donor count and
test patients sharing a training donor (donor-reuse audit); the matched-vs-random-donor permutation p (1,000 shuffles; p ≥ 0.05 means matched
donors add no signal beyond random donors); and MCC after residualizing each embedding on age, sex, and EF. No modality improved on
structured-only, no permutation test was significant, and residualization recovered no gain; donor reuse was most extreme for echocardiography
(17 donors; 89 of 90 test patients share a training donor).

Figure. 8 Fusion-strategy comparison — Early (concat + LR), Late
(softmax ensemble), and Cross-Modal Attention + MLP on MCC,
AUROC, F1.

Figure. 9 Late-fusion softmax weights. Structured ≈ 63.8 % (pie,
left); six non-structured share ≈ 36.2 % — Echo ≈ 29.3 %, remain-
ing five ≈ 6.9 % combined (log-scale bar, right).

with laboratory units reconciled) and an all-cause-mortality
endpoint. Evaluated on all 2,008 Zigong patients (57 six-
month deaths), the frozen Logistic Regression retained mod-
est discrimination (AUROC 0.66, 95% CI 0.58–0.74; Random
Forest 0.61, 95% CI 0.53–0.69), against internal UCI cross-
validation of 0.75 and 0.78. Both models were severely mis-

Figure. 10 MCC across every model and phase — P1 baselines →
P2 structured GNN → P3 per-modality → P3.6 unified fusion.

calibrated (mean predicted risk 0.51 and 0.36 versus 0.028 ob-
served; calibration slope 0.53 and 0.34), because UCI’s 32%
event rate is roughly tenfold higher than Zigong’s 2.8% six-
month rate. Discrimination therefore partially transfers — Lo-
gistic Regression again ahead of Random Forest — but the
frozen model cannot be deployed off the shelf without recali-
bration.

Nine classical models were retrained on Zigong for 6-month
mortality (Table 7), tuned by 5-fold cross-validation with
AUPRC as the primary metric (model hyperparameters and
grids are given in the Methods) — 6-month mortality is rare
(2.84 % train; 9/302 test positives), making AUROC less reli-
able. Several tree-based models default to the majority class
at threshold 0.5 (F1 = 0, MCC ≈ 0) despite competitive AU-
ROC, so AUPRC is the fair comparator. Naive Bayes’s Brier
of 0.662 reflects miscalibration at this prevalence and should
be read alongside its AUPRC of 0.051.

Three GNN backbones (GCN, GAT, and GraphSAGE; each
2 layers, hidden width 128, dropout 0.5) were tested on Zigong
across three patient-similarity graphs: knn10 euclidean, a k-
nearest-neighbor graph (k = 10) on the full 246-dimensional
feature space; knn10 clinical, a k = 10 graph on a curated
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Table 7 Zigong Phase 1 baselines, 6-month mortality (n test = 302, 9 positives), sorted by AUPRC. LR leads on AUROC/AUPRC; GB leads
on F1/MCC/Brier at threshold 0.5. With only 9 positive test events, point estimates are highly uncertain; bootstrap 95 % CIs (2,000 resamples)
are wide and overlap across all models (e.g., LR AUROC 0.810 [0.592, 0.966], AUPRC 0.422 [0.076, 0.736]), so no model is statistically
distinguishable at this event count. Full per-model CIs are released with the code and data (see Data and Code Availability).

10-feature clinical subspace; and hybrid, the union (element-
wise maximum) of the knn10 euclidean similarities with unit-
weight domain edges linking patients who share heart-failure
type, age category, and Killip class. Endpoint homophily
ranged 93.5–96.1% across graphs. All three graphs were
evaluated for every model; the configuration reported in Ta-
ble 8 is the one with the highest validation AUPRC, which
was the hybrid graph for all three backbones, with the two
k-NN variants within a few points. Models were trained
with Adam (learning rate 5×10−3, weight decay 5×10−4)
for up to 200 epochs with early stopping (patience 25)
on validation AUPRC, averaged over 5 seeds. To isolate
the contribution of graph structure, the GNNs were com-
pared with a structurally identical 2-layer MLP (hidden 128,
dropout 0.5) that shares the features but has no edges. For
completeness, the full graph-by-model grid on the 6-month
Zigong test set (AUPRC, with AUROC in parentheses; mean
over 5 seeds) was: GCN — knn10 euclidean 0.374 (0.702),
knn10 clinical 0.231 (0.773), hybrid 0.399 (0.729); GAT —
knn10 euclidean 0.299 (0.729), knn10 clinical 0.218 (0.742),
hybrid 0.387 (0.719); GraphSAGE — knn10 euclidean 0.365
(0.650), knn10 clinical 0.329 (0.737), hybrid 0.374 (0.711).

Two findings emerge. First, the best graph model (GCN
on the hybrid graph, AUPRC 0.399) beat the MLP baseline
(0.348) by ∼5 pp and eight of nine classical models — graph
edges add measurable value on Zigong. Second, no graph
model beat Logistic Regression (AUPRC 0.422 / AUROC
0.810), largely because the training split has only 40 positive
events. Graph methods enhance existing structural patterns
rather than creating new predictive signal.

Survival Analysis (Kaplan–Meier + Cox Proportional-
Hazards)

Follow-up time was excluded from the classification models
to prevent target leakage; here it is used correctly as a time-

to-event outcome. The companion survival analysis46 reports
Kaplan–Meier curves, a Cox model over the 11 baseline fea-
tures, and Harrell’s C-index (the survival analogue of AU-
ROC), measuring risk over time without compromising the
classification pipeline.

Overall Kaplan–Meier: 96 / 299 patients died over a 4–285-
day follow-up (median 115 days); 203 were right-censored.
Survival was ≈ 79 % at 100 days, 66 % at 200 days, and 60 %
by end of follow-up; median survival was not reached. Figure
11 shows the curve with its 95 % CI.

Figure. 11 Kaplan–Meier curve for the UCI HF cohort (n = 299, 96
events). Median survival not reached; shaded band is the pointwise
95 % CI.

Stratified Kaplan–Meier Analysis. When patients were
grouped by EF (<30%, 30–39%, ≥40%), serum creatinine
(<1.2, 1.2–1.9, ≥2.0 mg/dL), or age (<60, 60–74, ≥75
years), survival rates showed strong, statistically significant
differences across groups (p < 0.0001 for all three). In con-
trast, patient sex showed no significant relationship with sur-
vival (p = 0.95). Figure 12 displays these four comparison
panels.

Cox Proportional-Hazards Model : Using all 11 baseline
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Table 8 Zigong Phase 2 GNNs (6-month mortality); best-graph configuration per model over 5 seeds.
The MLP ablation shares the GNN features without graph structure. Values are mean ± SD over 5 seeds (the reported uncertainty measure);
the reported graph was selected by validation AUPRC and was the hybrid graph for every backbone. Bootstrap 95 % CIs (2,000 resamples, per
seed and averaged) are wide and overlap heavily across all backbones and the no-graph MLP, so graph and no-graph models are not statistically
distinguishable on this cohort; full CIs are released with the code and data.

Figure. 12 Stratified Kaplan–Meier curves by EF band, serum-
creatinine band, age band, and sex; multivariate log-rank p-values
in-panel.

features, the Cox model reached Harrell’s C-index = 0.741.
Six features were significant: older age, higher serum creati-
nine, higher CPK, hypertension, and anemia raised mortality
risk, whereas higher EF was protective (44 % lower risk per
SD). Sex, diabetes, platelets, sodium, and smoking were not
significant. Figure 13 shows the hazard ratios as a forest plot.

The classification models and survival analysis provide two
complementary views of patient outcomes: classification pre-
dicts whether a patient will die, while survival analysis ex-
plains when and how that risk accumulates over time. Both
highlight EF and serum creatinine as the top predictors. The
Cox model (C-index 0.741) tracks Logistic Regression on the
same 11 features (AUROC 0.752, Table 3); the strongest struc-
tured model overall, Random Forest, reaches AUROC 0.808.

Discussion

This study set out to test whether donor-matched modalities
improve heart-failure mortality prediction across seven clin-

Figure. 13 Cox proportional-hazards forest plot (UCI cohort). HRs
on a log axis with 95 % CIs; continuous covariates per 1-SD. Har-
rell’s C-index = 0.741.

ical data streams. Once multiplicity correction and donor-
matching controls are applied, adding these surrogate modali-
ties does not improve on the structured baseline on this small
cohort — the study’s central, and cautionary, result. The fol-
lowing subsections discuss the study’s limitations, the clinical
framing of the results, and directions for future work.

For context, established HF scores report broadly similar
discrimination externally: MAGGIC c-statistics ≈ 0.70–0.74
for all-cause mortality; SHFM ≈ 0.68–0.76 for 1–3-year sur-
vival. The Cox model reaches C-index 0.741 and Random
Forest reaches AUROC 0.808 on the same 90-patient slice —
both using only 11 baseline covariates, without labs, NYHA
class, or medications. Results are consistent with (not supe-
rior to) MAGGIC/SHFM; the multimodal ceiling here reflects
donor matching (see Limitations), not an upper bound on what
paired multimodal data could achieve.

Limitations

Several limitations apply. First, UCI is small (n = 299) and
single-center; the 90-patient test slice yields wide CIs, so the
echocardiography gain falls within the margin of error. Sec-
ond, multimodal encoders could not be externally validated
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on Zigong, which lacks paired notes/ECG/imaging/vitals.
Most importantly, the non-structured signals are not intrinsi-
cally paired with UCI patients — each inherits a real ECG,
note, echocardiogram, CXR report, hospital sequence, and
vitals trajectory from an age/sex-matched MIMIC-IV/PTB-
XL/EchoNet donor. Demographic matching preserves realis-
tic within-modality statistics but cannot recover within-patient
cross-modal correlation, so the per-modality AUROCs (0.49–
0.67) and the fact that five of six modalities reduce MCC when
appended should be read as a ceiling on demographic-only
matching at n = 299, not as evidence the modalities lack prog-
nostic value. Full multimodal external validation is left to fu-
ture work on larger paired datasets (UK Biobank, All of Us),
and the survival analysis is descriptive — formal Cox assump-
tions and time-dependent metrics were not evaluated. Because
no non-structured modality is a patient’s own record, estab-
lishing that any modality adds signal beyond the matching
variables requires dedicated controls; these were run for all six
donor-matched modalities and are reported in the Robustness
Controls note and Table 6b, and no modality showed an ad-
vantage that persisted as an independent effect. All modality-
level comparisons therefore remain exploratory, pending con-
firmation on natively paired data. Finally, although the six
single-modality additions were corrected for multiple compar-
isons (Holm and Benjamini–Hochberg; no addition remained
significant), the other configuration families evaluated (classi-
cal models, GNNs, standalone encoders, fusion strategies, and
Zigong graph variants) were not jointly corrected, so at n test
= 90 some apparent differences among them may still reflect
chance.

Conclusions

This paper presents a unified multimodal machine-learning
framework for heart-failure mortality prediction, evaluated on
the UCI cohort (n = 299), independently replicated on the
Zigong cohort (n = 2,008), and paired with a companion sur-
vival analysis.

Three findings stand out. Using structured clinical fea-
tures alone, Random Forest was the strongest model (AU-
ROC 0.808). Echocardiography initially appeared to be the
strongest single-modality addition, but robustness controls
— prompted because echo donors were EF-matched and the
encoder predicts EF — showed the apparent gain restates
EF rather than adding independent signal and did not per-
sist under a reproducible re-analysis; it is therefore reported
as exploratory, and no addition or fusion strategy surpassed
the structured baseline. On the independent Zigong co-
hort, retrained Logistic Regression, not Random Forest, was
the strongest structured model (AUROC 0.810); a genuine
transportability test — the UCI pipeline frozen and applied
without refitting — retained modest discrimination (AUROC

0.66, 95% CI 0.58–0.74) but was badly miscalibrated because
Zigong’s 6-month event rate is roughly tenfold lower, so off-
the-shelf deployment would require recalibration. Overall,
careful modality selection matters more than modality count
for small cohorts; the study’s clearest contribution is method-
ological — quantifying how surrogate-modality augmentation
and matched-encoder leakage can create multimodal gains
that vanish under multiplicity correction, robustness checks,
and honest transportability testing.

Data and Code Availability

All datasets used in this study are publicly available un-
der their respective data-use agreements: the UCI Heart
Failure Clinical Records dataset; PTB-XL, MIMIC-IV
(Note/Hosp/OMR), MIMIC-CXR, and the Zigong Fourth
People’s Hospital cohort through PhysioNet under creden-
tialed access; and EchoNet-Dynamic through Stanford AIMI.
No new patient data were collected. All code for the pipeline,
modality encoders, fusion experiments, and survival analysis
is available at
https://github.com/pranav-ananth/resear

ch-projects/tree/main/MultiModalAIProjec
t.
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