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Automatic Identification Systems (AIS) generate millions of vessel positions per day, so training machine learning (ML)
models on complete datasets is expensive. Prior AIS reduction work has evaluated trajectory simplification on downstream
tasks; however, no reviewed study has compared multiple competing ping-level sampling strategies across multiple downstream
ML tasks and anomaly-label definitions within one shared framework. We benchmark six sampling strategies across vessel
classification (VC), fishing detection (FD), pooled anomaly detection (AD), and anomaly detection by vessel type (ADT) using
18 behavioral features from one day of Gulf of Mexico AIS traffic. Each strategy was tested at target sampling rates of 1%,
5%, 10%, 25%, 50%, and 100% across five seeds; lag-dependent features were recomputed from each retained sample before
vessel-level aggregation. Full-data F1 scores were 0.593 for VC, 0.549 for FD, 0.898 for AD, and 0.516 for ADT, compared with
majority-class baselines of 0.000-0.084. Sampling effectiveness varied by task and rate: Temporal reached 95.3% VC retention
at 50%, several strategies reached at least 95% AD retention at 50%, and no strategy reached 95% FD or ADT retention below
100%. Removing the two timing features did not reduce Temporal sampling’s F1 retention overall, with retention maintained or
higher in 19 of 20 reduced-data task-rate conditions and lower in one. In the ADT second-model sensitivity analysis, strategy
rankings also varied across classifiers, indicating that no single sampling strategy can be treated as universally best.
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Introduction

Maritime analytics rely on Automatic Identification System
(AIS), a transponder-based tracking system mandated by the
International Maritime Organization for certain vessels, in-
cluding ships of 300 gross tonnage and above on international
voyages!. Vessels can broadcast dynamic data as frequently
as every 2 to 10 seconds, depending on vessel speed and
course. The U.S. MarineCadastre.gov AIS dataset contained
approximately 3.1 billion vessel-position records in 2024, or
about 8.5 million records per day on average?, creating a chal-
lenge that limits accessibility and operational deployments for
smaller research institutions. Vessels traveling at relatively
constant speed and course can generate many near-identical
AIS positions, creating substantial redundancy>. This redun-
dancy can increase storage and computational costs, moti-
vating methods for intelligent sampling that reduce AIS data
while preserving information needed for classification and
anomaly detection.

A key question is how to choose which AIS pings to keep.
The simplest approach is random sampling, but there are al-
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ternatives that allow us to favor important vessel types, keep
more data near ports, preserve rare vessel types, retain pings
where vessels change speed and direction, or keep fewer pings
over time.

Previous research has shown that AIS data is a valuable
data source for understanding vessel behavior. Kroodsma et
al.* used global AIS data to map fishing activity across more
than half of the world’s oceans, demonstrating that AIS can be
used for large-scale fisheries monitoring. Other studies have
trained machine learning models, such as Random Forests, to
classify vessel types using AIS data”, but these studies usually
focus on improving accuracy rather than reducing the amount
of training data needed. Researchers have also used unsuper-
vised techniques such as Isolation Forest® to identify anoma-
lous vessel behavior without labeling. In this study, anomaly
detection is evaluated using two anomaly label definitions, one
generated across all vessel types and one generated separately
within each vessel type.

Beyond these studies, a substantial body of work has pro-
posed AIS trajectory simplification and compression meth-
ods”''.  Additional approaches use multi-objective or
handling-pattern-aware criteria!>!3. These studies evaluate
compression quality using geometric criteria such as com-
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pression ratio and trajectory shape preservation, rather than
any downstream machine-learning task. Additional studies
have applied machine learning to AIS-based vessel classifica-
tion and fishing-activity detection'#"'®, to anomaly detection
using both classical and deep-learning methods!’2!, and to
trajectory and arrival-time prediction®>-2%; none of these ex-
amines whether a sampling or reduction strategy’s effective-
ness generalizes across more than one of these task families,
or across more than one way of defining ground truth for the
same task. Most relevant to the present study, He, Ruan, and
Tong?” recently proposed an AIS route-simplification method
and evaluated it against two downstream task families, tra-
jectory prediction and anomaly detection, reporting that sim-
plified data reduced training time and improved accuracy on
both. This shows that a single AIS simplification method’s ef-
fect on downstream ML can differ across task families, but it
does not compare competing reduction strategies against one
another, and it does not test a shared vessel classification and
anomaly detection task set of the kind evaluated here. The
closest precedent for comparing multiple reduction methods
at all, Ferreira et al.?8, compares several existing compression
algorithms by their effect on one downstream task, unsuper-
vised trajectory clustering, rather than the six ping-level sam-
pling strategies and four vessel-level tasks evaluated in this
study.

Outside the maritime field, other data selection research
explores methods for choosing smaller, representative train-
ing subsets while maintaining model performance 23, These
include coreset, gradient-matching, and proxy-based subset-
selection methods®'~33.  Other approaches use submodular
selection, example-forgetting behavior, or early-training im-
portance 3436, However, whether a given sampling approach
transfers consistently across different downstream AIS tasks
and different ground truth definitions remains an open ques-
tion.

Previous studies have generally evaluated data-reduction
methods within limited downstream-task settings. This study
therefore examines two questions: whether a sampling strat-
egy that works well for one task also works well for other
tasks, and whether the results change with the anomaly-label
definition, particularly when anomalies are generated by a
model rather than from independently labeled data.

To answer these questions, we used one day of AIS data
from the Gulf of Mexico and evaluated four machine learn-
ing tasks using the same set of 18 behavioral features for each
vessel. We compared six different sampling strategies at six
target sampling rates ranging from 1% to 100% of the training
data. For a fair comparison, within each task, all six sam-
pling strategies used the same vessel-level train/test split, fea-
ture definitions, model configuration, and fixed ground-truth
labels where applicable. Among the studies reviewed here,
none compared multiple competing AIS sampling strategies

across multiple downstream machine-learning tasks within
one shared evaluation framework, which is the gap this study
addresses.

Methods

Research Design

This study uses an experimental benchmarking design, ap-
plying six data sampling strategies to publicly available AIS
telemetry data and comparing their downstream performance
across four machine learning tasks.

Dataset and Preprocessing

Public AIS data were obtained from NOAA MarineCadas-
tre.gov> for October 6, 2024, covering Gulf of Mex-
ico (18°N-31°N, 97°W-80°W). The raw dataset contains
2,895,679 AIS position records from 4,770 unique ves-
sels. We remove records with sensor errors (Speed Over
Ground greater than 50 knots, or a null SOG value),
remove invalid MMSI identifiers outside the ITU range
100,000,000-999,999,999, and remove vessels with fewer
than 30 total pings. Table 1 reports the rows and vessels re-
moved at each of these steps. After these filters, the dataset
contains 2,887,826 rows from 4,439 vessels.

Table 1 Rows and vessels removed at each preprocessing step.

Step Rows Rows Rows Vessels Vessels Vessels
before after removed before after removed
Raw input — 2,895,679 — — 4,770 —

SOG > 50kn 2,895,679 2,890,725 4,954 4,770 4,762 8
or null

Invalid MMSIT 2,890,725 2,890,725 0 4,762 4,762 0
<30 2,890,725 2,887,826 2,899 4,762 4,439 323
pings/vessel

An earlier version of this table additionally reported
2,577,223 pings from 4,026 vessels after removing records
without a valid previous SOG, COG, or timestamp value, com-
puted once globally before sampling. We traced this step’s
larger-than-expected row and vessel removal (310,603 rows
and 413 vessels) to COG being independently null on 10.63%
of all rows before any lag is taken, which caused the dropna
step to remove far more than one row per vessel and to elim-
inate entirely any vessel whose pings fell within that null-
COG population. Because lag-dependent features are now re-
computed separately for each sampling condition rather than
once globally (see Feature Engineering), this global step is
no longer part of the pipeline, and the 4,439-vessel cleaned
dataset in Table 1 above is the input to the train/test split be-
low.

The data are then sorted by vessel and timestamp. Each
ping’s numeric AIS vessel-type code is mapped into one of
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seven groups: fishing (30); towing/tug (31, 32, 52); plea-
sure craft (36, 37); passenger (60—69); cargo (70-79); tanker
(80-89); and other for missing or unmatched codes. Each
vessel was then assigned the group occurring most frequently
across its pings.

Feature Engineering

We compute 18 behavioral features for each vessel from the
retained AIS pings. To isolate the effect of sampling on task
performance, static vessel properties such as length and width
are excluded because they do not change with ping-level sam-
pling. The speed features (6) are the mean, standard devia-
tion, median, maximum, range of SOG, and fraction of pings
where the vessel is stationary (SOG < 0.5 knots). The speed
change features (2) are the mean absolute change and standard
deviation of change in SOG between consecutive pings, cap-
turing the size and frequency of speed changes. The course-
change features (3) are the mean absolute change, standard
deviation of change, and maximum absolute change in COG
between consecutive pings, capturing the size and sharpness of
course changes, with correction for the 0°/360° wraparound.
The location features (5) are the mean and standard devi-
ation of Haversine distance (the distance between two lati-
tude/longitude points on the Earth’s surface) to the nearest
of eight reference ports (Houston/Galveston, New Orleans,
Tampa, Mobile, Port Arthur, Corpus Christi, Pensacola, and
Miami), the fraction of pings within 5 nautical miles of the
nearest reference port, mean latitude, and mean longitude. The
ping-timing features (2) are the median and standard deviation
of the time between consecutive AIS broadcasts.

Because the speed-change, course-change, and ping-timing
features depend on each ping’s immediately preceding ping,
this preceding-ping relationship is recomputed separately for
every sampling condition from only the pings that condition
retains, after sorting and after sampling, rather than com-
puted once against the full unsampled sequence and carried
through into whichever rows a sampling strategy happens to
retain. The latter approach, used in an earlier version of this
pipeline, allowed a retained ping’s feature values to reflect
information from pings that sampling was supposed to dis-
card; recomputing these features from each condition’s own
retained sequence, as described here, corrects this (see Evalua-
tion Consistency Check). Adaptive sampling’s event-selection
rule (see Sampling Protocol) is permitted to reference the full
unsampled training stream only to decide which pings qual-
ify as high-change event pings; once selected, those pings’
own feature values are still computed from the retained se-
quence alone. All model features are aggregated at the vessel
level before model training. Vessel records with any missing
value among the 18 behavioral features were dropped from the
train/test set post-aggregation; the number of vessels retained

after this step varies by strategy and rate (see Results, Table
9).

Experimental Framework

We evaluated four machine learning tasks, measuring perfor-
mance using F1 score. Vessel Classification (VC) classifies
vessels into one of 7 vessel types using a Random Forest
model.

Fishing Detection (FD) is a binary classification of vessels
as fishing or non-fishing. Pooled Anomaly Detection (AD)
detects vessels where vessel behavior is anomalous: a single
Isolation Forest trained across all vessel types generates fixed
anomaly labels, and Random Forest models trained on sam-
pled AIS data are evaluated on their ability to reproduce these
labels. Anomaly Detection by Type (ADT) detects vessels
where vessel behavior is anomalous compared to other vessels
of the same type: separate Isolation Forest models are trained
for each vessel type to generate fixed anomaly labels, allow-
ing vessels to be compared only with others of the same type,
and Random Forest models trained on sampled AIS data are
then evaluated on their ability to reproduce these labels. Be-
cause both anomaly tasks are trained to reproduce labels cre-
ated by another model on the same features, our results mea-
sure agreement with those model-generated labels rather than
detection of confirmed real-world anomalies (see also Limi-
tations); Table 8 (Results) reports the number of vessels and
positive labels within each vessel type for both tasks.

For Vessel classification and Fishing detection, the ground-
truth labels are derived from the vessels’ self-reported vessel
types. For the primary 18-feature analysis, anomaly labels are
generated once from the full, unsampled training dataset and
used across all sampling strategies, rates, and seeds. For the
16-feature sensitivity analysis, AD and ADT anomaly labels
are regenerated using the corresponding 16-feature specifica-
tion. Test-set labels are generated using the same fitted Iso-
lation Forest models. The objective is to measure how well
models trained on sampled AIS data reproduce these labels
rather than to evaluate the Isolation Forest algorithm itself.

Model Configuration

We used 100 trees with balanced class weights in the Ran-
dom Forest models for Vessel Classification (VC), Fishing
Detection (FD), and both anomaly detection tasks. Addition-
ally, we kept the standard scikit-learn settings for the other
Random Forest parameters and used random seeds from 0
to 4 for the repeated experiments. We used Isolation For-
est models to create the anomaly labels used as ground truth
for pooled anomaly detection (AD) and anomaly detection by
type (ADT). Each model used 200 trees, a contamination rate
of 0.05, and a fixed random seed of 42. For the primary anal-
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ysis, each tree used up to 256 training samples and all 18
features; for the 16-feature sensitivity analysis, the two ping-
timing features were omitted. For ADT, a separate Isolation
Forest model was trained for each vessel type. All experi-
ments were run in Python 3.11.2 using scikit-learn 1.9.0.

Train/Test Protocol

We split the dataset by vessel rather than by individual pings,
using 80% of the 4,439-vessel cleaned dataset (3,551 vessels)
for training and 20% (888 vessels) for testing using a fixed ran-
dom state (seed = 42) to ensure reproducibility. This ensures
that no vessel appears in both sets and prevents the models
from learning vessel-specific patterns. Because lag-dependent
features are now recomputed per sampling condition rather
than once globally (see Feature Engineering), the split is built
from the full cleaned dataset rather than a further lag-filtered
subset; after per-condition feature aggregation, 3,166 of the
3,551 train vessels and 796 of the 888 test vessels have com-
plete features at the full (100%) sampling rate. Sampling is ap-
plied only to the training data; the test set retains all pings, pro-
viding a consistent benchmark across sampling strategies. The
processing order for each experiment is: clean the data, split
vessels into training and test sets, sample the training pings,
recompute lag-dependent features from the retained ping se-
quence, aggregate features to the vessel level, and train and
evaluate the model.

Sampling Protocol

Each of the six sampling strategies is evaluated across four
machine learning tasks at six target sampling rates: 1%, 5%,
10%, 25%, 50%, and 100%. Each experiment is repeated
using five random seeds (0—4), yielding 720 trained Random
Forest models (6 sampling strategies x 4 tasks x 6 sampling
rates X 5 seeds).

Random: Selects pings uniformly at random from all train-
ing pings at the target sampling rate. Stratified: Samples pings
independently within each of the seven vessel-type groups us-
ing the same target sampling rate for every group, preserv-
ing representation across vessel types; because vessel type
is also the label used for Vessel Classification and, via the
fishing/non-fishing split, for Fishing Detection, Stratified sam-
pling has indirect access to this label-correlated information
for those two tasks, unlike the other four strategies. Spatial:
Divides pings into three zones based on distance to the nearest
port: near-port (<5 nautical miles), coastal (5 to <50 nautical
miles), and offshore (>50 nautical miles). The total sampling
budget at each target rate is allocated 60%, 30%, and 10%
across the near-port, coastal and offshore zones, respectively.
If a zone cannot fill its allocation, the remaining budget is re-
distributed first to the near-port zone and then to the coastal

zone. Pings are sampled uniformly within each zone. Im-
portance: Allocates the sampling budget across vessel types
using predefined heuristic weights: fishing (3.0), tanker (2.0),
cargo (1.5), passenger (1.0), towing/tug (0.5), pleasure craft
(0.5), and other (0.3). Allocation is proportional to each ves-
sel type’s weight and available ping count, followed by uni-
form sampling within each type. Like Stratified Sampling,
Importance sampling also uses the vessel-type label directly
and therefore shares the same asymmetry relative to Vessel
Classification and Fishing Detection. These weights were se-
lected heuristically, meaning they were chosen based on pre-
defined priorities rather than derived through model optimiza-
tion. At target rates of 1%, 5%, 10%, and 25%, Importance
sampling retains the requested proportion of training data. At
the nominal 50% target, it retains 43.23% because the high-
weight fishing and tanker groups exhaust their available pings
and unused allocation is not redistributed to other vessel types.
Adaptive: Prioritizes event pings where the absolute change in
Speed Over Ground exceeds 1.0 knot or the absolute change
in Course Over Ground exceeds 5°, identified using the full
unsampled training stream. If event pings do not fill the tar-
get sampling budget, the remaining budget is filled by uni-
formly sampling stable pings. If event pings exceed the target
budget, event pings are randomly sampled down to the target
size. Temporal: Retains the first ping for each vessel within
fixed time windows selected to approximate the target sam-
pling rates. The resulting windows are 180, 45, 20, 7, and 3
minutes for nominal sampling rates of 1%, 5%, 10%, 25%,
and 50%, respectively; the 100% condition retains all pings.
Because sampling is constrained to fixed time windows, the
corresponding actual retained proportions are approximately
1.14%, 4.44%, 9.83%, 26.49%, and 55.36%, respectively.
Temporal sampling is deterministic for a given time window.

Evaluation Metrics

Performance is evaluated using F1 score. For the vessel-
classification task, macro-averaged F1 is used so that each
vessel type contributes equally to the metric. For fishing de-
tection and both anomaly-detection tasks, binary F1 is used
with fishing or anomaly as the positive class.

F1 scores are computed for each of the five random-seed
repetitions. Performance retention relative to the full training
dataset is calculated per seed, against that same seed’s own
full-data F1, as Retention (%) = 100 x Fl(sampled, seed) /
F1 (full dataset, same seed), and the resulting five per-seed
retention values are then averaged to give the mean and stan-
dard deviation reported in every table. Computing retention
this way, rather than dividing a five-seed average by a single
fixed baseline, ensures that the 100% condition — where every
strategy trains on identical data — is exactly 100% retention
with zero standard deviation for every seed by construction;
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any ranking whose gap between strategies is smaller than the
reported standard deviation should not be treated as a stable
difference. Within each task, all sampling strategies use the
same train/test split, feature definitions, model configuration,
and fixed ground-truth labels.

Evaluation Consistency Check

After identifying a train/test split mismatch in the original
Random sampling evaluation for the ADT task, we repeated
the analysis using the unified vessel-level train/test split ap-
plied throughout the rest of the study. The purpose of this
check was to determine how much the inconsistent split af-
fected measured F1 retention and whether it could change the
apparent sampling rate required to reach the 95% retention
threshold. We compared the original and corrected pipelines
at target sampling rates of 1%, 5%, 10%, 25%, and 50%. The
effect of this correction on F1 retention is reported in Table 10.
This mismatch was confined to this single strategy-task com-
bination: the affected implementation contained logic only for
the ADT task and only for random sampling, using a vessel-
type-stratified split, while every other strategy-task combina-
tion was always computed through the shared pipeline de-
scribed above, using the unstratified split.

Separately, we identified that lag-dependent features (speed
change, course change, ping timing) had been computed once,
before sampling, against each vessel’s full unsampled se-
quence, rather than recomputed from each sampling condi-
tion’s own retained sequence as described in Feature Engi-
neering. We corrected this and reran the complete exper-
iment grid; all primary results reported in Tables 2-9 and
Figure 1 come from this corrected pipeline, and are not di-
rectly comparable in magnitude to the pre-correction values
reported in the unified-split column of Table 10, which was
computed before this correction was made. Correcting this is-
sue reduced measured retention most at low sampling rates,
since that is where the retained sequence differs most from
the full sequence. As a further check, we repeated all four
tasks with the two ping-timing features removed (16 features
total instead of 18). Across the 20 reduced-data task-rate con-
ditions for Temporal sampling, retention was maintained or
higher without the timing features in 19 conditions and lower
in one. Across all 24 task-rate comparisons, including the four
100% conditions, the 18-feature and 16-feature 41 standard-
deviation intervals overlapped in 62% of cases; where they
did not overlap, retention was higher without the timing fea-
tures. The mean retention difference across all 24 compar-
isons was 7.7 percentage points in favor of the 16-feature
specification. These results do not support the interpretation
that Temporal sampling’s relative performance is caused by
the two ping-timing features alone. We additionally repeated
the ADT task at both 18 and 16 features using a scikit-learn

Pipeline consisting of StandardScaler followed by Logistic
Regression (class_weight='balanced’, C=1.0, max_iter=5000,
solver="Ibfgs"). This second-model sensitivity analysis was
performed for the ADT task only.

The sampling, feature-recomputation, and evaluation code
used to produce every result in this paper is available in the
GitHub repository: https://github.com/kotharidh
ruv/effectiveness-of-data-sampling—-strat
egiles—-maritime-ais

Results

Table 2 reports the full-data F1 score for each task, alongside
the corresponding majority-class baseline.

Table 2 Full-data F1 score and majority-class baseline by task.

Task Full-data F1 (mean == Majority-class F1
SD, 5 seeds)

Vessel Classification 0.593 £+ 0.008 0.084 (towing/tug)

(VO

Fishing Detection (FD) 0.549 + 0.018 0.000

Pooled Anomaly 0.898 £ 0.010 0.000

Detection (AD)

Anomaly Detection by  0.516 +0.011 0.000

Type (ADT)

Overall Sampling Efficiency

Table 3 summarizes the minimum target sampling rate at
which each strategy reaches 95% F1 retention for each task,
computed from the corrected pipeline described in Meth-
ods. For Vessel Classification (VC), only Temporal sampling
reaches the threshold, at the 50% target; no other strategy
reaches it below the full dataset. For Fishing Detection (FD),
no strategy reaches the threshold below the full dataset. For
pooled anomaly detection (AD), Random, Stratified, Adap-
tive, and Temporal reach the threshold at the 50% target; Spa-
tial and Importance do not reach it below the full dataset.
For Anomaly Detection by Type (ADT), no strategy reaches
95% retention below the full dataset within the rates tested
here. Temporal has the highest mean retention at the 50% rate
(81.1%), closely followed by Adaptive (79.4%); because their
41 SD intervals overlap, this ordering should not be inter-
preted as a stable strategy ranking.

Rates indicate nominal target sampling rates. Temporal and
Importance sampling’s actual retained proportions differ from
these nominal targets at some rates (see Sampling Protocol).
“Not reached <50%” indicates the strategy did not reach 95%
retention at any nominal rate at or below 50%; every strategy
trivially reaches 100% retention at the 100% (full-data) con-
dition, which is therefore omitted from Figure 1 below.
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Table 3 Minimum target sampling rate required to reach 95% F1

Table 4 Vessel Classification (VC) F1 retention (%) by strategy and

retention. sampling rate.
Strategy VC FD AD ADT Strategy 1% 5% 10% 25% 50%
Random not reached  not reached  50% not reached Random  77.5+23 654+44 644+68 693+53 86.6+24
<50% <50% <30% Stratified ~ 75.6+4.1 673449 649458 668+27 87.6+25
Stratified not reached not reached 50% not reached . : : : : . . : : : ’
<50% <50% <50% Spatial 657+52 729+3.1 683+56 744+15 91.8+19
Spatial not reached not reached not reached not reached Importance 19.1+29 154+09 176+12 284+1.7 463+1.1
<50% <50% <50% <50% Adaptive 675+3.1 688+23 730+33 843+£23 91.3+3.1
Importance not reached not reached not reached not reached Temporal 822+26 813+27 839+33 87.1+15 953+2.1
<50% <50% <50% <50%
Adaptive not reached not reached 50% not reached
<50% <50% <50%
Temporal 50% not reached 50% not reached . . L.
<50% <50% tion, and Table 5 reports full retention values for Fishing De-

Figure 1 summarizes F1 retention across the five tested sam-
pling rates below 100% for the four evaluated tasks.

A Vessel Classification B Fishing Detection

J
It
I\l
\

F1 retention (%)

25%

1% 5%

25% 50%

10%
Nominal sampling rate

Nominal sampling rate

C Pooled Anomaly Detection D Anomaly Detection by Type
100 & 00

i ! ‘
80 L 1 80 r :
g 4‘7‘: g l\,.,/l
2 . 3 h i -
3 i 5 : . —n

2 ¥ 2 "

40 ff
20 /

Nominal sampling rate

1% % 10% 25%
Nominal sampling rate

—e— Random
—m- Stratified

Spatial —7— Adaptive 95% retention threshold

Importance =+ Temporal

Figure. 1 F1 retention across target sampling rates for VC, FD, AD,
and ADT. A) Vessel Classification (VC), B) Fishing Detection (FD),
C) Pooled Anomaly Detection (AD), and D) Anomaly Detection by
Type (ADT).

Points represent mean retention across five repetitions and
error bars show +1 standard deviation. The dashed line marks
the 95% retention threshold. Sampling rates on the x-axis are
nominal targets; actual retained proportions for Temporal and
Importance differ from some nominal targets as described in
Sampling Protocol. The 100% condition is omitted because
retention there is exactly 100% with zero variance by con-
struction (see Evaluation Metrics). For Temporal, the same
pings are selected in every seed run, so differences across the
five runs come only from Random Forest initialization. For
the other strategies, differences across runs come from both
the sampled pings and the Random Forest initialization.

Table 4 reports full retention values for Vessel Classifica-

tection, by strategy and sampling rate.

Table 5 Fishing Detection (FD) F1 retention (%) by strategy and
sampling rate.

Strategy 1% 5% 10% 25% 50%

Random 335+£21.4 241+£175 232+£84 367+74 79.6+£3.6
Stratified  37.2 £22.5 269 £12.8 292 £ 150 46.7+£9.1 799+6.3
Spatial 109+ 104 19.7+23.6 99+119 246477 435+23
Importance 258 +24 241+15 242+£10 259+05 319+15
Adaptive  64.8 =104 22.6+12.0 31.6 +14.0 58.0 £8.8 83.0£6.2
Temporal  53.2+9.8 529+75 557+£43 849+92 93.7+£55

Pooled Anomaly Detection

Table 6 shows the F1 retention for different sampling strate-
gies at various target sampling rates for the Pooled Anomaly
Detection task. Adaptive sampling has the lowest retention at
the 1% target (14.4%), compared with 31.8%—69.1% for the
other strategies at that rate; this value carries a standard devi-
ation of 18.7, indicating substantial seed-to-seed instability at
this rate. Random, Stratified, Adaptive, and Temporal reach
the 95% threshold at 50% target, where Adaptive (100.5%)
and Temporal (100.6%) are the two highest-retention strate-
gies, within one standard deviation of each other. Spatial and
Importance remain below the threshold at 50% (92.8% and
91.6%, respectively).

Table 6 Pooled Anomaly Detection (AD) F1 retention (%) by strat-
egy and sampling rate.

Strategy 1% 5% 10% 25% 50%

Random 59.8+59 750+ 4.6 847+44 948 £3.1 98.1+24
Stratified 59.7+ 4.0 76.0 £ 6.3 849+56 905+£3.1 98.2+34
Spatial 31.8+26.7 732+92 84.6+44 884+29 928+47
Importance  60.8 £ 2.9 72.0 £ 4.1 754+64 87.0+3.1 91.6+4.4
Adaptive 144£187 412+£140 719+£150 935+£33 1005+£1.1
Temporal 69.1 +1.2 85.6 = 6.8 827+44 912+£31 100.6=*1.6

Retention values above 100% indicate that the sampled
model achieved a slightly higher F1 score than the correspond-
ing full-data baseline.
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Anomaly Detection by Type

Table 7 shows the F1 retention for different sampling strate-
gies at various target sampling rates for the Anomaly Detec-
tion by Type task. It shows substantially lower retention for
ADT than for pooled AD at every rate tested. At the nominal
50% target, Temporal has the highest mean retention (81.1%),
closely followed by Adaptive (79.4%). Their =1 SD intervals
overlap, so this ordering should not be interpreted as a sta-
ble difference between the two strategies. Random, Stratified,
Importance, and Spatial have mean retention values of 70.6%,
62.4%, 59.7%, and 53.3%, respectively. No strategy reaches
the 95% retention threshold below the full dataset for this task
within the rates tested here. Temporal is not uniformly the
strongest strategy at every rate: Random has higher mean re-
tention than Temporal at the 5% rate (54.5% vs 44.7%), and
Spatial has higher mean retention than Temporal at the 25%
rate (74.7% vs. 66.2%), though Spatial’s retention then falls
at the 50% rate (53.3%) with a standard deviation (16.0) large
enough that this pattern should be treated cautiously.

Table 7 Anomaly Detection by Type (ADT) F1 retention (%) by
strategy and sampling rate

Strategy 1% 5% 10% 25% 50%

Random 72+99 545+17.0 68.8+81 67.1+127 70.6+8.6
Stratified 234+£209 39.1+139 53.0+£195 6l.1+141 624+103
Spatial 59+54 345+157 583+£87 747+112 533+£16.0
Importance 0.0+ 0.0 347+119 368+69 405+£5.1 59.7+6.8
Adaptive 73+75 33.6+ 185 4204202 555+£93 794+13.7
Temporal 11.2+39 447+£125 799+73 66.2+5.5 81.1+£9.3

Table 8 reports the number of training vessels with complete
18-feature vectors and the number and percentage of posi-
tive anomaly labels within each vessel type for both anomaly-
detection label definitions. Several vessel types contain rela-
tively few positive ADT labels, including passenger (10), fish-
ing (13), tanker (13), and cargo (18), which may contribute to
the wide seed-to-seed variability observed for ADT in Table 7
and Figure 1D.

Table 8 Vessel counts and positive anomaly labels by vessel type
(complete-feature training population)

Vessel type  Total vessels AD positive AD positive ADT ADT
% positive positive %
Cargo 352 31 8.8% 18 5.1%
Fishing 244 3 1.2% 13 5.3%
Other 427 27 6.3% 22 52%
Passenger 199 33 16.6% 10 5.0%
Pleasure 401 43 10.7% 20 5.0%
Tanker 260 17 6.5% 13 5.0%
Towing/tug 1,283 5 0.4% 65 5.1%

Table 9 reports the mean number of training vessels retained
after per-condition feature aggregation, averaged across tasks
and seeds, for each strategy and rate. Spatial and Adaptive
sampling retain noticeably fewer vessels than the other strate-

gies at low rates because both concentrate their sampling bud-
get on a ping subset not guaranteed to include at least one ping
per vessel; Temporal sampling, which guarantees at least one
ping per vessel per time window by construction, retains the
most vessels at every rate.

Table 9 Mean training vessels retained after feature aggregation, by
strategy and target rate (out of 3,551 raw train-split vessels).

Strategy 1% 5% 10% 25% 50% 100%
Random 2,342.8 2,984.8 3,091.0 3,140.2 3,154.6 3,166.0
Stratified 2,337.6 2,982.6 3,085.8 3,141.0 3,155.0 3,166.0
Spatial 1,715.8 2,772.0 2,956.6 3,097.0 3,1454 3,166.0
Importance 2,182.6 2,931.6 3,038.4 3,122.8 3,149.0 3,166.0
Adaptive 1,830.8 2,452.6 2,612.8 2,769.6 3,159.4 3,166.0
Temporal 2,975.0 3,123.0 3,150.0 3,163.0 3,165.0 3,166.0

Evaluation Protocol Sensitivity

Table 10 quantifies the effect of the train/test split mismatch
identified during evaluation of Random sampling on the ADT
task, computed prior to the lag-recomputation correction de-
scribed in Methods (see Evaluation Consistency Check). This
unified-split column is not directly comparable in magnitude
to the fully corrected Random/ADT values reported in Table
7, which additionally incorporate that correction; Table 10 iso-
lates the split-mismatch effect alone.

Under the mismatched pipeline, Random sampling ap-
peared to reach 95.8% FI1 retention at the 10% target sam-
pling rate, while the unified pipeline produced 72.3% reten-
tion. Therefore, the original mismatched split inflated mea-
sured performance by 23.5 percentage points at this one rate.
Lower retention under the unified split is also observed at the
1%, 5%, 25%, and 50% sampling rates. This comparison
reflects a single, isolated case rather than a general estimate
of split-mismatch effects, and was architecturally confined to
this one strategy-task combination for the reasons described in
Methods.

Table 10 Effect of train/test split mismatch on F1 retention (%) for
Random sampling on the ADT task (prior to the lag-recomputation
correction).

Rate Mismatched split Unified split
1% 48.4 35.1
5% 90.8 63.6
10% 95.8 72.3
25% 98.5 87.3
50% 98.6 88.0

Table 11 reports Temporal sampling F1 retention using the
original 18-feature specification and the 16-feature specifica-
tion with the two ping-timing features removed, across all four
tasks and reduced sampling rates. Temporal retention was
maintained or higher with 16 features in 19 of the 20 reduced-
data task-rate conditions and lower in one condition, indicat-
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ing that its relative performance was not reduced overall when
the two ping-timing features were removed. For AD and ADT,
anomaly labels were regenerated using the corresponding 16-
feature specification, so differences for these tasks reflect sen-
sitivity to the full 16-feature specification rather than removal
of the timing predictors alone.

Table 11 Temporal F1 retention (%) with 18 and 16 features by task
and sampling rate
Task / Features 1% 5% 10% 25% 50%

VC - 18 features 822 +2.6 81.3+27 839+33 87.1+£15 953+2.1
VC - 16 features  87.1 +£3.8 83.7+1.1 856+14 960+1.0 101.4+£22
FD — 18 features 532498 529475 557+43 849+92 937+55
FD — 16 features 532+86 580£60 599+1.0 853+£32 96.0+32
AD - 18 features  69.1 =12 856+68 827+£44 91.2+3.1 100.6+1.6
AD - 16 features  89.6 £ 1.7 947+49 968+22 979+£20 979+3.0
ADT - 18 features 11.2+3.9 447+125 799+73 662+55 81.1+93
ADT - 16 features 404 +7.7 702+3.7 882458 851+£39 993+35

For AD and ADT, the 16-feature analysis regenerated the
model-generated anomaly labels using the 16-feature specifi-
cation; therefore, changes in these two tasks reflect both re-
moval of the timing predictors and the corresponding change
in model-generated anomaly labels.

Second-Model Sensitivity

For ADT, strategy rankings were not consistently reproduced
between Random Forest and Logistic Regression across the
reduced sampling rates. Descriptive Spearman rank agree-
ment ranged from —0.94 to 0.94 across the evaluated rates,
indicating that specific per-strategy rankings were sensitive to
classifier choice. This sensitivity analysis was performed only
for ADT.

Discussion

We compared six AIS data sampling strategies across four
vessel behavior detection tasks using the same evaluation
pipeline. Our results show that the best sampling strategy de-
pends on the task, and that for two of the four tasks, fishing
detection and anomaly detection by vessel type, no strategy
reached 95% retention below the full dataset within the rates
we tested. Adaptive sampling had the lowest mean retention
for pooled anomaly detection at the 1% rate, but the large
seed-to-seed variability at this rate prevents treating that order-
ing as stable. By the 50% rate, Adaptive (100.5 £ 1.1%) and
Temporal (100.6 &= 1.6%) had nearly identical mean retention
with overlapping uncertainty intervals. For ADT, Adaptive
had one of the highest mean retention values at the 50% rate,
but its interval overlapped Temporal’s, so no stable ordering
is claimed. This is related to how Adaptive sampling selects
data. Adaptive sampling prioritizes pings with large changes

in speed or course, reducing the representation of stable ves-
sel behavior at lower sampling rates. Because pooled anomaly
detection depends on learning both normal and unusual behav-
ior, this imbalance leads to weaker performance when very lit-
tle data is retained. As the sampling rate increases, Adaptive
retains enough stable behavior while continuing to preserve
high-change pings, which explains its improved performance
by the 50% target. When anomaly detection is performed sep-
arately by vessel type, less data is available within each ves-
sel group, and Adaptive remains a lower-mean strategy at low
sampling rates; by the 50% rate, Adaptive and Temporal have
the two highest mean retention values, but =1 SD intervals
overlap, so this ordering should not be interpreted as stable.
These results show that the effectiveness of a sampling strat-
egy depends on both the downstream task and how the ground
truth is defined.

Temporal sampling performed differently from the other
strategies. It reached the 95% F1 retention threshold at the
50% target for vessel classification and pooled anomaly detec-
tion. For anomaly detection by vessel type, Temporal has the
highest mean retention at the 50% rate (81.1%), closely fol-
lowed by Adaptive (79.4%); however, their 1 SD intervals
overlap, so this ordering should not be interpreted as a stable
ranking. Like every other strategy tested, neither reaches the
95% threshold below the full dataset within the rates evalu-
ated here. Temporal is also not uniformly the highest-mean
strategy at every rate for this task, since Random and Spatial
each have higher mean retention than Temporal at intermedi-
ate rates (see Results). Because Temporal sampling retains ob-
servations at fixed time windows rather than prioritizing spe-
cific vessel behaviors, it preserves observations across a ves-
sel’s trajectory. The results suggest that this type of sampling
may be useful when reducing AIS data, although Temporal
sampling only approximates the target sampling rates because
the retained data volume depends on the selected time win-
dow.

We also showed that an inconsistent evaluation process can
greatly inflate a sampling strategy’s performance. For Ran-
dom sampling on the ADT task, using different train/test splits
increased measured F1 retention at the 10% sampling rate
from 72.3% to 95.8%. Separately, we found that recomputing
lag-dependent features from only the pings retained by each
sampling condition, rather than carrying them through from
a globally precomputed sequence, substantially reduces mea-
sured retention at low sampling rates, particularly for anomaly
detection by vessel type. These findings highlight the impor-
tance of using the same train/test split and the same feature-
computation order when comparing sampling strategies.

Limitations

This study uses one day of AIS data from the Gulf of Mexico,
so the results may differ across other geographic regions, ves-
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sel populations, seasons, or longer time periods. The anomaly
labels were generated by Isolation Forest models rather than
real-world labels, so our results measure how well the differ-
ent sampling strategies reproduce the models’ anomaly labels
rather than their ability to identify confirmed maritime anoma-
lies. Stratified and Importance sampling both allocate their
sampling budget using vessel type, which is also the target la-
bel for Vessel Classification and, via the fishing/non-fishing
split for Fishing Detection; this gives those two strategies in-
direct access to label-correlated information that the remain-
ing four strategies do not have, and their relative standing
on these two tasks should be interpreted with this asymme-
try in mind. Importance sampling used heuristic vessel-type
weights rather than weights optimized from the data, which
affected how much of the training data it actually retained at
some target rates (see Sampling Protocol); different weighting
or redistribution approaches could produce different results.
The second-model sensitivity check (Logistic Regression ver-
sus Random Forest) was performed only for the Anomaly-
Detection-by-Type task; whether our findings for the other
three tasks are specific to Random Forest was not tested in
this study.

Future Work

Future work should evaluate these findings on larger AIS
datasets from multiple regions and over longer time periods.
Future studies could also evaluate sampling strategies using
confirmed real-world anomaly labels, test different Impor-
tance sampling weights and redistribution approaches, and ex-
tend the second-model sensitivity check performed here for
anomaly detection by type to the remaining three tasks, to ex-
amine whether the findings remain consistent across different
machine learning models.

Conclusion

Overall, our results show that reducing AIS training data can
preserve model performance, but no single sampling strategy
works best across every task. The sampling strategy and eval-
uation approach should therefore be selected based on the spe-
cific machine learning task and how its ground truth is defined.
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