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Lung adenocarcinoma (LUAD) and lung squamous cell carcinoma (LUSC) are the two most common subtypes of non-small
cell lung cancer. Accurate subtype classification is important for both accurate diagnosis and treatment determination. However,
distinguishing between the two subtypes can be difficult, especially in small or morphologically ambiguous specimens. This
study evaluated whether pathway-level transcriptomic features can differentiate LUAD and LUSC using machine learning.
RNA-sequencing data from The Cancer Genome Atlas were analyzed using single-sample GSEA (ssGSEA) to generate pathway
activity scores. Then, multiple machine learning models (linear classifiers, tree-based methods, and ensemble models) were
evaluated using nested cross-validation and an independent held-out test set on datasets to distinguish between tumor vs. normal
classification and LUAD vs. LUSC classification. For tumor vs. normal classification, repeated nested cross-validation achieved
an AUC of 0.983 ± 0.035 and balanced accuracy of 0.989 ± 0.022. For LUAD vs. LUSC classification, repeated nested
cross-validation achieved an AUC of 0.948 ± 0.023 and balanced accuracy of 0.912 ± 0.028. External validation supported
these promising results, with AUC remaining high, although balanced accuracy decreased to 0.756. Overall, this study supports
pathway-based machine learning as a useful framework for cancer classification and subtype analysis, though larger data
diversity and sample size is needed before claiming clinical utility.
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Introduction

Lung adenocarcinoma (LUAD) is the most common subtype
of non-small-cell lung cancer (NSCLC), representing 45%
of cases1. However, the disease often goes undetected until
advanced stages because early symptoms are nonspecific2,3.
In addition, current screening programs are generally lim-
ited to only high-risk populations2,4. This delayed detec-
tion contributes to a poor prognosis2,3,5. In fact, one sur-
gical series reported 5-year survival of 85% for pathologic
stage IA and 11% for stage IV5. Early identification is there-
fore important for reducing lung-cancer mortality4. Circu-
lating tumor-derived biomarkers can also be less sensitive in
early-stage disease; for example, plasma EGFR mutation de-
tection showed substantially lower sensitivity in early-stage
than advanced-stage NSCLC in one study6. Lung squamous
cell carcinoma (LUSC) is another major NSCLC subtype with
distinct molecular characteristics7. Distinguishing LUAD
from LUSC is crucial for determining the correct steps for
treatment8,9. Treatment selection can also involve subtype-
specific safety considerations10. However, this classification
can be difficult, especially in small-biopsy or cytology spec-
imens9,11,12. While both are NSCLC subtypes, LUAD and
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LUSC have distinct gene expression profiles7,13,14.

Current Methods of Disease Identification

LUAD and LUSC are most commonly detected through the
use of histopathology9,15. While it is considered the gold
standard of NSCLC classification, small biopsy samples may
incompletely represent the true heterogeneity of tumors be-
cause only limited tumor material is available for analy-
sis16. Unfortunately, indiscernible morphologies can com-
plicate LUAD/LUSC classification9,11,12. Because of this is-
sue, molecular indicators, such as known alterations in EGFR,
ALK, and KRAS, can also be investigated17. The frequencies
of particular oncogenic alterations can vary with factors such
as smoking history, sex, and race/ethnicity18,19. Other circu-
lating biomarkers, like microRNAs, autoantibodies, and cir-
culating tumor DNA, have also been investigated20,21. How-
ever, their sensitivity can decrease in early-stage cancer, po-
tentially because less tumor-derived material is present in cir-
culation2,6,22.

Gene Set Enrichment Analysis (GSEA)

Gene Set Enrichment Analysis, or GSEA, is a technique in-
troduced by Subramanian et al. that was a critical conceptual
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shift: instead of focusing on individual genes, GSEA adopts
a pathway-level analysis23. This technique is more consis-
tent with cancer biology because tumor behavior is often af-
fected by pathway dysregulation rather than individual gene
changes23,24. Pathway-level analysis also reduces the dimen-
sionality of noisy gene-expression datasets23,25. Both Xie et
al. and Li et al. used immune-related gene sets or signatures
to characterize LUAD and LUSC26,27. Their analyses were
primarily focused on immune-related features, leaving other
biologically relevant processes less explored26,27.

Artificial Intelligence for Biomarker Analysis

Artificial intelligence, or AI, and machine learning have
emerged as tools that can analyze high-dimensional omics
data and contribute to early detection21,28,29. However, their
performance depends heavily on the structure of the fea-
tures that they analyze25,28. Chen and Dhahbi used machine
learning-based feature selection to identify a panel of genes
distinguishing LUAD from LUSC13. More generally, gene-
level molecular signatures can be sensitive to the choice of
feature-selection method, which may affect their accuracy
and interpretability30. A recent gene-level transcriptomic
study by Wu et al. trained a 10-gene model using TCGA
LUAD/LUSC RNA-seq and evaluated it across four external
gene-expression cohorts; the best-performing random-forest
model reported a mean accuracy of 0.69231.

Overall, across biomarker discovery, pathway analysis, and
machine learning, few studies have integrated transcriptomic
features with broad pathway-level scoring to classify early-
stage LUAD vs. LUSC. High-dimensional gene-level data can
make feature stability and interpretation more difficult25,30.
Therefore, addressing this would require an organizing princi-
ple that relies instead on pathway-level representations. Such
representations align more closely with the fact that cancer re-
lies on many different systems working together to progress,
rather than one individual gene. Prior LUAD/LUSC pathway-
focused studies cited here have largely emphasized immune-
related features26,27. By using RNA-seq pathway enrichment,
this study aims to evaluate whether a pathway-based frame-
work can improve both the accuracy and interpretability of
early-stage NSCLC classification.

Overall, this study aims to answer the following: how
can pathway-level RNA-Seq biomarkers be used to accu-
rately distinguish between matched adjacent non-tumor lung
tissue, early-stage lung adenocarcinoma and lung squamous
cell carcinoma using machine-learning classification models?
It was hypothesized that if pathway activity scores derived
from RNA-seq (ssGSEA) are used to train machine learning
algorithms, they will be able to classify LUAD, LUSC, and
matched non-tumor samples with high accuracy and strong
discrimination.

Methods

Dataset Building

Open-access RNA-seq data for TCGA-LUAD and TCGA-
LUSC was obtained from the National Cancer Institute Ge-
nomic Data Commons (GDC), with primary tumors being re-
stricted to stage 1 disease only. All available GDC samples
labeled Solid Tissue Normal were retained during retrieval
so prespecified tumor-versus-normal cohorts could be con-
structed from one fixed score table32; in this study, these sam-
ples were treated as the non-tumor comparison tissue, or “nor-
mal”.

The final TCGA pathway-score table contained 621 sam-
ples from 565 patients: 273 LUAD primary tumors, 238
LUSC primary tumors, 59 LUAD-project Solid Tissue Nor-
mal samples, and 51 LUSC-project Solid Tissue Normal sam-
ples. The primary tumor-versus-normal task used 112 sam-
ples from 56 patients, with one Stage I primary tumor and one
matched normal sample per patient. The subtype task used all
511 strict Stage I primary tumors, with one tumor sample per
patient. This data was used as the internal dataset, to train and
test machine learning models for NSCLC classification (Table
1).

All methodology was performed computationally on pub-
licly available data to allow for analysis of these large-scale
patient datasets. Additionally, the study utilized the practice
of de-identification, where personally identifiable information
was removed from patient data, ensuring ethical integrity by
protecting patient privacy.

RNA-seq Processing and ssGSEA

GDC STAR-Counts files were processed using the
tpm unstranded expression column. This column rep-
resents “transcripts per million,” an RNA-seq measure
that normalizes read abundance for transcript length and
scales values relative to total transcript abundance within
a sample33. Gene identifiers were standardized to nomen-
clature gene symbols (HGNC), and duplicate symbols were
combined34.

To characterize pathway activity at the individual sam-
ple level and produce scores to be used in machine learn-
ing pipelines, single-sample GSEA (ssGSEA) was performed.
Unlike traditional GSEA, ssGSEA computes pathway activity
scores for individual samples rather than at the group level.
This is beneficial for generating scores based on individual
samples, which is more applicable to clinical settings where
diagnosis occurs at the individual patient level. Single-sample
pathway scores were generated with GSEApy using all 50
MSigDB Hallmark gene sets35,36. For each sample, genes
were ranked based on their expression levels, and ssGSEA
measured whether the genes belonging to a pathway tended
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Table 1 Cohort characteristics for the entire sourced TCGA (internal cohort) and GSE81089 (external validation cohort) datasets, including
gender, ethnicity/race, and age group. Among the 565 TCGA Stage I tumor patients and normal patients, 308 (55.0%) were male and 257
(45.0%) were female. The majority of participants were either white or asian, and older age was more common, with only 4% of patients being
under the age of 50. Importantly, 14 patients chose not to share their ethnicity, and 248 patients chose not to share age. While ethnicity/race
data was not available for GSE81089, the dataset had majority female patients below the age of 70.

TCGA Cohort GSE81089 Cohort
Gender Male Female Male Female

308 257 96 103

Ethnicity and
Race

African
American

White Asian Hispanic/Latino African
American

White Asian Hispanic/Latino

49 383 111 8 N/A

Age Group 40-49 50-59 60-69 70-80+ ≤70 years >70 years
20 83 102 112 120 79

Note. Among the 565 TCGA Stage I tumor patients and normal patients, 308 (55.0%) were male and 257 (45.0%) were female. The majority of participants
were either white or asian, and older age was more common, with only 4% of patients being under the age of 50. Importantly, 14 patients chose not to share their
ethnicity, and 248 patients chose not to share age. While ethnicity/race data was not available for GSE81089, the dataset had majority female patients below the
age of 70.

to appear toward the top or bottom of the ranked list. A higher
pathway score indicates greater relative enrichment of that
pathway within the sample.

Before machine learning, the 50 pathway scores for each in-
dividual sample were converted to z-scores by subtracting that
sample’s mean pathway score and dividing by its standard de-
viation across the 50 pathways. This was done because raw
ssGSEA scores can be different in their overall scale between
datasets, which can make it more difficult for a model trained
on one dataset to be applied to another. Importantly, ssGSEA
was performed before the machine-learning pipeline because
each sample is standardized using only its own 50 pathway
scores, without using information from other patients or val-
ues calculated from the full cohort. Generating these scores
before machine learning therefore does not allow data leak-
age, which could skew the results.

The ssGSEA scoring used rank-based sample normaliza-
tion, rank-based correlation normalization, a weight of 0.25,
a minimum gene-set size of 10 and a maximum size of 500.
ssGSEA works by looking at the expression pattern of genes
within a single sample and asking whether the genes belong-
ing to a specific pathway tend to appear toward the top or bot-
tom of that sample’s ranked gene list. Rank-based normal-
ization was therefore used so that pathway scores depended
mainly on the relative ordering of genes inside each sample.
Rank-based correlation normalization was also used so that
this ranked information was retained during enrichment-score
calculation.

A weight of 0.25 gave some more influence to genes with
stronger ranked expression, while still allowing the score to
reflect the pathway as a whole rather than only a few highly
expressed genes. Gene sets were required to contain at least
10 genes so that pathway scores would not be based on very
small groups of genes, and the maximum size of 500 prevented

larger gene sets from heavily influencing the entire analysis.

Machine Learning Pipeline

The formatted ssGSEA file output containing the generated
scores was used for downstream machine learning analysis.
The goal of this section is mainly to determine whether the
pathway scores obtained could help with tumor vs. nor-
mal classification along with subtype discrimination between
LUSC and LUAD. Using the enrichment scores, two files were
created: the first one, “task1,” contained Stage-I tumor and
normal samples from the same patients for classification be-
tween those two samples. The second file was named “task2,”
and contained information from Stage-I primary tumor sam-
ples for patients with LUAD vs. patients with LUSC.

Once these files were created, four different models were
trained on the data: Logistic Regression and Support Vector
Machine (linear), and Random Forest and Extra Trees (tree-
based). The linear models were used to determine whether
pathway-level features could produce easily and linearly sep-
arable classes, and the tree-based models were utilized to see
the opposite, whether data was more based on nonlinear rela-
tionships. Logistic Regression was selected as the confirma-
tory model, or the model used to verify the hypothesis, before
final testing because of its interpretability.

For every task, a locked test set was generated using Strat-
ifiedGroupKFold, where each patient’s IDs served as groups.
This patient ID grouping prevented patients from appearing in
both training and testing sets, which decreases the likelihood
of data leakage. The model development phase utilized re-
peated nested cross-validation of the remaining dataset, with
five outer folds for assessment and three inner folds for path-
way selection and hyperparameter tuning, as well as ten repe-
titions using random seeds.
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Pathways were selected inside the training folds by ANOVA
SelectKBest, with sizes being either 3, 5, 7, or 10 pathways.
This number, along with hyperparameter tuning, was selected
using ROC-AUC scores throughout the inner cross validation
loop. Additionally, a StandardScaler was used on the linear
models in the training fold to prevent large numbers from in-
fluencing the analysis, therefore preventing data leakage (Ta-
ble 2). Since class imbalance affected samples in Task 2
datasets, it was combated with stratified patient-splitting and
balanced class weights. Finally, model validation utilized sev-
eral metrics: ROC-AUC, balanced accuracy, accuracy, sensi-
tivity, specificity, precision, and F1 scores, calculated once on
the locked test set.

Table 2 Hyperparameter search space evaluated during model devel-
opment. These settings for Logistic Regression, linear Support Vec-
tor Machine, Random Forest, and Extra Trees were evaluated within
the inner cross-validation loop.

Model Hyperparameter Value
Logistic Regression Solver = liblinear; C = 0.1, 1.0, 10.0; class weight

= balanced; maximum iterations = 5,000
Support Vector
Machine

Kernel = linear; C = 0.1, 1.0, 10.0; class weight =
balanced

Random Forest Number of trees = 100; maximum depth =
unrestricted or 8

Extra Trees Number of trees = 120; maximum depth =
unrestricted or 8

Finally, external validation was conducted using RNA-seq
data from GSE81089, a cohort of patients surgically treated at
Uppsala University Hospital in Uppsala, Sweden37,38, which
included both NSCLC cases and adjacent normal lung tissue.
For ssGSEA, the same scoring and z-score calculation process
was used to create the machine learning dataset. Then, the ma-
chine learning pipeline created previously was applied, with
the same pathways, hyperparameters, StandardScaler, and 0.5
classification threshold. This was done to test whether the
model works on the new data without letting the new data it-
self influence the model. The final TCGA-selected pathway
subset, StandardScaler parameters, model hyperparameters,
Logistic Regression coefficients, and classification threshold
of 0.5 were all kept exactly as learned from TCGA.

Results

ssGSEA Pathway Activity

ssGSEA was used to generate individual pathway scores
across all 50 Hallmark pathways. Higher ssGSEA scores in-
dicate that the genes belonging to a pathway tend to be more
highly ranked within that sample, while lower scores indi-
cate relatively lower pathway activity. Overall, the strongest
tumor-vs.-normal differences were seen in pathways related

Figure. 1 Mean standardized ssGSEA pathway activity across
LUAD and LUSC phenotypes. Mean ± SD is shown for seven Hall-
mark pathways. The figure shows tumor vs. normal differences in
proliferative and metabolic pathways, as well as relative inflamma-
tory differences between LUAD and LUSC.

to metabolism, proliferation, and DNA maintenance. In both
LUAD and LUSC, Glycolysis, MYC Targets, G2/M Check-
point, and DNA Repair showed higher average pathway activ-
ity in tumor tissue than in normal tissue. For example, Gly-
colysis increased from -0.93 ± 0.35 in LUAD normal tissue
to 0.74 ± 0.69 in LUAD tumors. The difference was simi-
larly strong in LUSC, where Glycolysis increased from -0.80
± 0.28 in normal tissue to +0.93 ± 0.53 in tumors. Also,
LUSC showed high tumor activity for MYC Targets and G2/M
Checkpoint, with average scores of 1.13 ± 0.65 and 1.18 ±
0.60, respectively (Figure 1).

In contrast, the inflammatory pathways showed the opposite
tumor-vs.-normal pattern. Inflammatory Response and IL6-
JAK-STAT3 were both lower on average in tumor tissue than
in the corresponding normal tissue for LUAD and LUSC. For
example, Inflammatory Response decreased from 0.53 ± 0.49
in LUAD normal tissue to -0.24 ± 1.10 in LUAD tumors, and
LUSC decreased from 0.67 ± 0.44 to -0.64 ± 1.04. How-
ever, the larger standard deviations for the tumor inflammatory
scores also indicate that this activity varied between individual
tumors. (Figure 1).

Interestingly, LUAD and LUSC tumors showed more sub-
tle differences in their activity. LUSC had higher average ac-
tivity in the proliferation-related pathways, especially MYC
Targets, G2/M Checkpoint, and DNA Repair. In contrast,
LUAD showed higher inflammatory pathway activity than
LUSC (Figure 1). However, the overlap and variability be-
tween the two tumor subtypes were much greater than the
differences observed between tumor and normal tissue. This
suggests that separating cancerous tissue from non-tumor tis-
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sue is biologically easier than distinguishing between the two
closely related NSCLC subtypes.

Principal Component Analysis

Principal Component Analysis (PCA) is a dimensionality re-
duction technique which transforms multiple features into un-
related components and reveals the structure of pathway en-
richment data with predicted classifier performance. The
PCA overall showed a much clearer separation for Task 1
than for Task 2. In the tumor vs. normal analysis, PC1 ex-
plained 46.0% of the pathway-space variance and PC2 ex-
plained 15.1%, for 61.1% combined. This means that the first
two PCA axes shown in the figure capture 61.1% of the over-
all differences in pathway activity between the samples, so
most of the major variation can be seen in the plot. Normal
samples formed a compact group toward the negative side of
PC1, while most tumor samples were located to the positive
side. The locked-test samples followed the same pattern even
though the PCA was fit only on the development data (Figure
2A), which is consistent with the strong tumor vs normal re-
sults and that a broad difference between the two tissues were
already present in pathway data.

In contrast, the LUAD vs. LUSC PCA showed much more
overlap. PC1 explained 34.1% of the variance and PC2 ex-
plained 16.4%, for 50.5% combined. This means that the two
axes shown in the figure capture only half of the overall vari-
ation in pathway activity. LUAD samples were more concen-
trated toward the upper-left region, while LUSC samples ap-
peared more often toward the lower and right regions. How-
ever, a large central area contained samples from both sub-
types, including locked-test tumors (Figure 2B). This helps
explain why Task 2 had lower classification metrics than Task
1: the subtype pathway profiles were different enough to pro-
duce separation, but not different enough to form two com-
pletely distinct groups.

Internal Classification Performance

Table 3 Primary internal model performance from repeated nested
cross-validation and the final frozen locked test

Task ROC AUC Balanced
accuracy

Task 1 repeated nested CV 0.983 ± 0.035 0.989 ± 0.022
Task 1 frozen locked test 1.000 1.000
Task 2 repeated nested CV 0.948 ± 0.023 0.912 ± 0.028
Task 2 frozen locked test 0.985 0.923

For task 1, the nested cross-validation resulted in an ROC-
AUC of 0.983 ± 0.035 and balanced accuracy of 0.989 ±
0.022 (Table ??). After all model development was completed,

the locked Logistic Regression model was tested once on the
22 locked samples from 11 matched patients, and all samples
were classified correctly, resulting in an AUC, balanced ac-
curacy, sensitivity, specificity, and overall accuracy of 1.000.
Although this result is very strong, since the locked test is still
small, there was some variability and uncertainty in results,
which could limit its interpretability. Specifically, the 95%
Wilson interval for accuracy was 0.851-1.000, while the sen-
sitivity and specificity intervals were each 0.741-1.000.

A secondary analysis used both matched and non-matched
normal samples to see whether the strong results were limited
to only matched classes. The result, using 568 samples from
512 patients, produced an AUC of 0.998 ± 0.004 and balanced
accuracy of 0.984 ± 0.012. The final locked test achieved an
AUC of 1.000, balanced accuracy of 0.971, and overall accu-
racy of 94.7%. This result shows that the performance was
strong even outside the most adjacent cases.

To check if Task 1 was only learning differences specific to
one TCGA project, the model was trained on TCGA-LUAD
and tested on TCGA-LUSC, and vice versa. This resulted in
an AUC of 0.971 and balanced accuracy of 0.982 and an AUC
of 0.996 and balanced accuracy of 0.948, respectively. This
suggests that the tumor vs. normal signal was present in both
histologies and was not restricted to one TCGA project.

Meanwhile, Task 2 produced strong but less complete clas-
sification on this dataset. Nested cross-validation achieved a
mean ROC AUC of 0.948 ± 0.023 and balanced accuracy of
0.912 ± 0.028. The final Logistic Regression model achieved
an AUC of 0.985, balanced accuracy of 0.923, and overall ac-
curacy of 92.2% on 103 locked tumors. It correctly classified
50 of 55 LUAD tumors and 45 of 48 LUSC tumors, and sen-
sitivity was 93.8% and specificity for LUAD was 90.9%. The
95% Wilson interval for overall accuracy was 0.854-0.960,
with sensitivity from 0.832-0.979 and specificity from 0.804-
0.961.

The difference between the two tasks are most likely con-
nected to the PCA results and ssGSEA analysis. Tumor and
normal tissue were separated strongly because cancer devel-
opment changes many broad biological programs at once, and
only a few pathways are needed to make a strong distinction.
LUAD and LUSC, however, are both NSCLC lung tumors and
therefore share many of those same pathways. Their similar-
ities caused more subtle differences in ssGSEA scores com-
pared to tumor vs. normal and the classes to be less separable
on PCA plots.

Logistic Regression Pathways

The distinction between tumor and normal samples in Task 1
was most dominated by pathways related to proliferation and
metabolism, or processes which control cell growth and en-
ergy use. Specifically, Glycolysis showed the strongest posi-
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Figure. 2 A. Principal Component Analysis (PCA) for Task 1 (Tumor vs. Normal), showing strong separation between tumor and normal
samples based on pathway activity. Green points indicate normal samples, while blue represents tumor samples. B. PCA projection for Task 2
(LUAD vs. LUSC), showing greater overlap between the two NSCLC subtypes. Green points indicate LUAD samples, while blue represents
LUSC samples. PC1 and PC2 are uncorrelated axes that represent the highest and second highest amounts of variance, respectively. Their
percentages show how much dataset variance is explained by these axes, indicating whether classes are separable for classification.

Figure. 3 A. Confusion matrix for Task 1 (Tumor vs. Normal) using Logistic Regression showcasing strong classification performance. B.
Confusion matrix for Task 2 (LUAD vs. LUSC) using Logistic Regression showing accurate but less complete subtype discrimination. TN
represents true negatives, FN represents false negatives, FP represents false positives, and TP represents true positives.

tive standardized coefficient, followed by E2F Targets (Figure
4A). Importantly, the positive sign indicates that higher rela-
tive activity in these pathways shifts the model toward the first
phenotype, or tumor samples, as opposed to normal tissue.

Glycolysis is closely related to the altered metabolism com-
monly seen in cancer cells, while E2F Targets are involved in
regulation of the cell cycle through the CDK-RB-E2F path-
way24,39. Conversely, Myogenesis presented with a negative
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Figure. 4 Standardized Logistic Regression coefficients for the final pathway models. A. Task 1 uses E2F Targets, Glycolysis, and Myogenesis.
B. Task 2 uses Apical Surface, G2/M Checkpoint, KRAS Signaling Down, p53 Pathway, and Wnt/beta-catenin Signaling. Positive coefficients
shift the prediction toward tumor in Task 1 and LUSC in Task 2; negative coefficients shift it toward normal or LUAD. The coefficients represent
the predictive associations between pathways and outcome.

coefficient, meaning that higher relative activity in this path-
way shifted the model toward normal tissue rather than tumor.

However, the key distinction between LUAD and LUSC
was present across a wider combination of pathways. LUSC
predictions were associated with higher relative values for
KRAS Signaling Down, G2/M Checkpoint, Apical Surface,
p53 Pathway, and Wnt/beta-catenin Signaling (Figure 4B).
These pathways represent several different biological pro-
cesses, including epithelial organization, cell-cycle regulation,
KRAS-related transcription, cellular stress responses, and de-
velopmental signaling instead of a few specific ones like tu-
mor vs. normal35. Interestingly, all five pathways had positive
coefficients, meaning that higher normalized pathway values
predicted LUSC rather than LUAD.

For Task 2, KRAS Signaling Down and G2/M Checkpoint
were the strongest contributors to the LUSC prediction, fol-
lowed by Apical Surface. The contribution of G2/M Check-
point is consistent with differences in cell-cycle regulation be-
tween the two tumor subtypes, since this pathway helps con-
trol whether cells with damaged or incompletely replicated
DNA proceed into cell division (Figure 4B). Similarly, KRAS-
related signaling is important in lung cancer biology because
changes in this pathway can influence cell growth and prolif-
eration. Apical Surface reflects differences in epithelial struc-
ture and organization, while the p53 and Wnt/beta-catenin
pathways are involved in cellular stress responses, growth, and
differentiation35.

The wider range of pathways needed for Task 2 could also
explain why LUAD-vs-LUSC classification was more difficult
than tumor vs. normal classification. LUAD and LUSC are
both lung tumors and share many of the same cancer-related
processes, so the model had to use smaller differences to dis-
tinguish between them. This is also aligned with the overlap

seen in the Task 2 PCA, since it showcases that the classes
were not easily separable.

Model Comparison and ROC Analysis

Four machine-learning models were compared within the de-
velopment data: Logistic Regression, linear Support Vector
Machine (SVM), Random Forest, and Extra Trees. The goal
of this comparison was to determine whether a more com-
plex nonlinear model was necessary to separate the pathway
profiles. AUC measures how well a model ranks the two
classes across all possible thresholds, with 1.0 representing
perfect separation and 0.5 representing random guessing. Im-
portantly, the differences between the four models were small.
This suggests that the pathway data already contained a rela-
tively clear structure and that a complex nonlinear algorithm
did not provide a major advantage. Because Logistic Regres-
sion performed similarly while also producing directly inter-
pretable coefficients, it remained the final confirmatory model.

For Task 1 external validation, the TCGA locked-test AUC
was 1.000 and the strict Stage I GSE81089 AUC was 0.992
(Figure 5C). For Task 2, the corresponding AUCs were 0.985
internally and 0.962 externally (Figure 5D). The similarity
of these AUC values shows that the models preserved strong
ranking ability in the independent cohort. However, as shown
by the external confusion results, a high AUC did not automat-
ically mean that the same 0.5 threshold worked equally well
for both subtypes.

External Validation Results

External validation was used to determine whether the final
TCGA models could still perform on an independent dataset
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Figure. 5 Receiver Operating Characteristic (ROC) analysis of the machine learning models. A. ROC curves for four machine learning
algorithms in Task 1 (Tumor vs. Normal). B. ROC curves for four machine learning algorithms in Task 2 (LUAD vs. LUSC). C. External
validation ROC curves for Task 1 across the TCGA internal cohort and GSE81089 cohort. D. External validation ROC curves for Task 2 across
the same cohorts. The Area Under the Curve (AUC) of the curves determines model classification performance.

Table 4 Stage I external validation of the frozen Logistic Regression
models in GSE81089

Metric Tumor vs.
normal

LUAD vs. LUSC

Samples 120 101
Patients 108 101
AUC 0.992 0.962
Balanced accuracy 0.980 0.756
Sensitivity 0.960 0.513
Specificity 1.000 1.000

without being retrained. GSE81089 was processed using the
same pipeline as detailed in the methods with the probabil-
ity threshold remaining fixed at 0.5. For Stage I tumor vs.
normal classification, the model achieved an AUC of 0.992 (
0.975-1.000), average precision of 0.999, balanced accuracy
of 0.980, and overall accuracy of 96.7% (Figure 5C). All 19
normal samples were classified correctly, while 97 of 101 tu-
mors were detected, producing 96.0% (0.920-0.990) sensitiv-
ity and 100% specificity (Table ??). These results strongly

support the first part of the research question because the tu-
mor vs. normal pathway signal stayed accurate in an external
Stage I tissue cohort. For Stage I LUAD vs. LUSC classifica-
tion, the model still achieved a high AUC of 0.962 and average
precision of 0.952 and showed that LUSC tumors generally re-
ceived higher subtype scores than LUAD tumors (Figure 5D).
However, the fixed 0.5 threshold did not transfer as well as the
overall ranking: all 62 LUAD tumors were classified correctly,
but only 20 of 39 LUSC tumors crossed the threshold and were
classified as LUSC. This resulted in 81.2% overall accuracy,
balanced accuracy of 0.756, LUSC sensitivity of 0.513, and
LUAD specificity of 1.000. Therefore, the external data still
contained a strong LUAD vs. LUSC pathway signal, but the
exact decision cutoff learned from TCGA was less sensitive to
LUSC in GSE81089, causing a drop in results (Table ??).

Misclassified Subtype Cases

The eight Task 2 errors included five LUAD tumors that were
predicted as LUSC and three LUSC tumors that were pre-
dicted as LUAD. When these cases were placed in the PCA
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space, some appeared in the central region where LUAD and
LUSC overlap, while others were positioned closer to the edge
of one subtype distribution. This means that the errors oc-
curred in samples whose overall pathway profiles were less
clearly separated; there was not a region where the model con-
sistently failed.

Some cases had relatively high G2/M Checkpoint and
KRAS Signaling Down values, while others were more
strongly characterized by Apical Surface or Wnt/beta-catenin
differences. p53 Pathway activity also varied across the cases
(Figure 6B). Therefore, there was no single abnormal pathway
that explained all eight errors. Therefore, this group can be de-
scribed as a heterogeneous cluster of difficult classifications,
that may be fixed with training the model on more diverse data.

Discussion

These results indicate that pathway-level RNA-seq scores can
be used to distinguish Stage I tumor from normal lung tis-
sue and LUAD from LUSC, supporting the main hypothesis
that pathway activity can provide a biologically interpretable
representation for lung cancer tissue classification. For Task
1, the repeated nested-CV AUC was 0.983 ± 0.035 and bal-
anced accuracy was 0.989 ± 0.022 and was trained on three
pathways (E2F Targets, Glycolysis, and Myogenesis). This
is higher compared to the gene-level baseline, or Wu et al.’s
study using only genes for classification31. Additionally, the
fact that a small pathway set could produce these strong re-
sults also supports the idea that the model is capturing coordi-
nated biological actions. However, the locked test contained
only 11 matched patients, so the accuracy should still be in-
terpreted with the 95% interval of 0.851-1.000, and a larger
set is needed to make more definite claims. The independent
GSE81089 results achieved an AUC of 0.992 and balanced ac-
curacy of 0.980. All 19 adjacent normal samples were classi-
fied correctly and 97 of 101 tumors were detected. This shows
that the tumor vs. normal pathway pattern was not limited to
TCGA.

Task 2 was more challenging overall: nested cross-
validation resulted in an AUC of 0.948 ± 0.023 and balanced
accuracy of 0.912 ± 0.028, and the frozen model achieved an
AUC of 0.985 and balanced accuracy of 0.923 on 103 locked
tumors after being trained on data relating to Apical Surface,
G2/M Checkpoint, KRAS Signaling Down, p53 Pathway, and
Wnt/beta-catenin Signaling. While Chen and Dhahbi required
a 17-gene panel to achieve 92.9% classification accuracy, this
model was able to achieve a similarly strong result with only
five features13. This suggests that pathway aggregation may
provide a more interpretable version of LUAD-LUSC differ-
ences. External subtype validation showed the same overall
idea, but showed a decrease in balanced accuracy to 0.756 be-
cause only 20 of 39 LUSC tumors were classified as LUSC

at the fixed 0.5 threshold, while all 62 LUAD tumors were
classified correctly. This means the exact probability cutoff
for LUAD vs. LUSC discrimination did not transfer as well.
Therefore, the current threshold is not ready for clinical utility.

Implications

These results may help address the fact that gene-expression
datasets contain thousands of individual measurements, which
can make it difficult to identify the biological patterns that
could separate cancer types. The pathway-based approach
could be a way to organize this information and allow the
machine-learning model to be interpreted by whether pro-
cesses contribute to a prediction. The results therefore suggest
that useful predictive information can be represented at the
pathway level in a form that is both lower-dimensional and
biologically interpretable.

The potential impacts of these results are promising, but
need further validation. The strong tissue-classification re-
sults warrant additional testing of pathway scores as candi-
date molecular features in independent, clinically matched
cohorts. It is important to highlight, however, that machine
learning should not be standalone. There are inherent biases
with computational prediction that must be verified with other,
experimental methods. Instead, a possible future role could
be as molecular support for existing histopathology, where
pathway-level information may provide an additional source
of evidence when morphology is uncertain. The current study
used retrospective tissue RNA-seq from patients with known
pathology and the subtype model was not tested specifically
on indeterminate small biopsies, which are the clinical situ-
ations where additional molecular information may be most
useful.

Limitations

This study has several limitations in its dataset and method-
ology. The Task 1 locked test was small, containing only
22 samples from 11 matched patients with a 95% accuracy
interval range from 0.851-1.000. Therefore, the estimate
should not be interpreted as the exact performance expected
in a larger population, and additional cohorts besides the
GSE81089 should also be tested to validate the results.

Additionally, methylation data overall resulted in weak sig-
nals from the GSEA pipeline presented in this study. This
pipeline utilized a three step process. Illumina EPIC array data
was processed from raw IDAT files into probe-level β values
and then M values40. Next, CpG probes were mapped to genes
using the hg38 EPIC annotation, averaged to create gene-level
methylation profiles. Once the mapping was complete, data
was written into GCT and CLS format for GSEA. Unfortu-
nately, genes were sparse between the pathway and ranked list,
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Figure. 6 Analysis of the eight misclassified Task 2 locked-test tumors. A. Location of the misclassified cases in the PCA space using
development data. B. Selected-pathway profiles for the same cases. The errors do not form one single molecular pattern, so the misclassified
samples do not represent one other mixed-case group of tumor histology.

and no meaningful information or enrichment score was gen-
erated from analysis. The methylation-derived features were
not used for ssGSEA or machine learning analysis.

These results may have represented limitations in apply-
ing an analysis framework that was developed primarily for
gene-expression data to methylation measurements. Methy-
lation effects often occur at specific regulatory regions, like
CpG islands41,42, that may not be captured effectively from
broad Hallmark pathways. Relatively few of the genes in the
methylation-derived ranked list overlapped with the Hallmark
gene sets which were used in the study.

Additionally, the fact that only Hallmark gene sets were
used for analysis may have limited statistical power and may
not capture all subtype-specific biological mechanisms. In ad-
dition, with any machine learning algorithm, many measures
such as cross-validation and group-safe splitting were taken to
reduce the risk of overfitting. Results were also verified by
external validation, but the drop in performance between the
internal and external dataset indicates that more diverse and
balanced data is required to ensure the model is generalizable
to multiple cohorts. There is still always a chance of overfit-
ting, which may have inflated the results. Importantly, while
associations align with prior literature, the study does not, nor
is it meant to, establish causal relationships between pathways
and tumor subtypes.

Future Work

Future work should first test the same pipeline in another inde-
pendent cohort to determine whether the strong tumor vs. nor-

mal performance and the subtype ranking seen in GSE81089
are consistent across another dataset type. Once this is con-
ducted, testing the model directly in more ambiguous lung
samples could help refine NSCLC subtyping where mor-
phology and immunohistochemistry currently struggle. An-
other future direction could be to determine whether the same
pathway signals can be measured from a non-tissue source,
namely cell-free RNA. This would be useful for early and non-
invasive detection of NSCLC, as it does not rely on biopsies
for analysis. Additionally, since the methylation analysis was
unsuccessful for this study, future work could test other ways
to represent methylation or add a more multi-omics feature to
the current model, to see whether it improves the LUAD vs.
LUSC classification.

Overall, the pathway-based machine learning approach of-
fers a compact and biologically interpretable representation of
RNA-seq data for Stage I lung tissue classification.
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