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Post-IPO volatility remains poorly understood despite extreme first-day returns averaging 36% and standard deviations exceeding
55%. As of April 2026, prior AI research has not addressed post-IPO volatility prediction. Existing machine-learning and deep-
learning studies largely target pre-listing underpricing and first-day outcomes, while LLM applications remain concentrated on
prospectus sentiment analysis and adjacent financial tasks, leaving the trajectory, timing, and magnitude of post-IPO price paths
largely unmodeled. This study addresses that gap by evaluating three deep-learning architectures - Mixture-of-Experts (MoE),
LSTM, and Transformer - alongside three LLMs - Gemini 3.1 Pro, ChatGPT-5.4 Reasoning, and Grok-4.20 Reasoning - under
a matched restricted-context forecasting task. Using only the first five post-IPO trading days as observed input, all models
were benchmarked on their ability to predict the timing and magnitude of the post-IPO peak over the first post-IPO month
window. The analysis focuses on the U.S. IPOs issued during the March 2022–September 2023 M2-contraction period and also
reveals a pattern not reported in prior literature: during M2 contraction, stocks that rise above the IPO price and then decline
outnumber those that continue appreciating. This distinctive distribution merits further investigation. Results show that MoE
was the strongest deep learning model overall. Transformer outperformed LSTM on peak-magnitude prediction, whereas timing
remained harder across all deep learning architectures. Prompt-based LLMs were competitive on the same holdout and often
stronger in peak-magnitude forecasting. These findings suggest that early post-IPO price behavior contains predictive signals
under M2 contraction and that prompt-based LLMs can be meaningfully benchmarked against specialized deep learning models.

Introduction

Post-IPO Volatility and Its Diverging Trends Associated
with M2 Liquidity

Post-IPO volatility remains a persistent financial puzzle, with
newly public companies showing extreme price swings aver-
aging 36% first-day returns1 (reaching 65% during bubbles2),
standard deviations exceeding 55%3, and half of IPOs trad-
ing below debut prices by session two4. Traditional expla-
nations, information asymmetry, institutional behavior, and
market timing inadequately explain contemporary patterns as
demonstrated by cases like Figma’s 250% first-day surge and
subsequent volatility5.

Existing machine-learning and deep-learning studies have
largely focused on pre-listing underpricing6, first-day IPO
outcomes7, and broader stock-movement or IPO-estimation
tasks, typically using single-modal or multimodal deep learn-
ing (DL). These DL models demonstrate significant improve-
ments over traditional methods8. In the stock movement
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prediction sector, key developments include LSTM networks
reaching 2.72% MAPE rates9 and Transformer models out-
performing encoder-decoder variants10. In the IPO prediction
sector, hybrid models integrate IPO prospectus text analysis
with financial metrics to achieve 71.4% accuracy - surpassing
Gemini and Llama models11.

Despite extensive research on AI-driven financial predic-
tion, significant gaps remain in post-IPO stock forecasting.
Existing studies predominantly fall into two categories: (1)
first-day IPO performance prediction using traditional ma-
chine learning methods7, such as recent multi-modal ap-
proaches targeting only listing-day prices8, or (2) advanced
AI applications for general stock prediction without specific
consideration of post-IPO dynamics12,13. Critically, no ex-
isting studies employ deep learning or large language models
to predict post-IPO volatility patterns. Especially, LLM ap-
plications remain concentrated on prospectus sentiment anal-
ysis and adjacent financial tasks, leaving the trajectory, tim-
ing, and magnitude of post-IPO price paths largely unmod-
eled. Furthermore, current research typically treats macroe-
conomic variables as predictive features rather than as sam-
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Fig. 1 Illustrative example of post-IPO volatility outside the study sample: Figma Inc. first-month IPO price trajectory (July 31 – August 29,
2025). Daily closing prices (USD) show a sharp first-day surge followed by a substantial pullback within the first month after listing. This
figure is included only to motivate the practical importance of forecasting post-IPO volatility and is not part of the March 2022–September
2023 dataset used for model training or evaluation. Source: Yahoo Finance, https://finance.yahoo.com/quote/FIG.

ple selection criteria. Studies generally select IPO samples
based on geographic location, exchange listing, time period
constraints, firm characteristics, and data availability, with-
out explicitly accounting for underlying macroeconomic con-
ditions14,15. Notably, no prior research has examined the rela-
tionship between M2 money supply trends and post-IPO stock
performance, despite the theoretical importance of liquidity
conditions in shaping market dynamics. This gap motivates
the present study’s focus on M2-based period segmentation
and its impact on post-IPO volatility patterns.

Research Objective

This research assesses the feasibility of using deep learning
models and large language models to predict post-IPO peak
timing and peak magnitude in the U.S. financial market dur-
ing the March 2022–September 2023 M2-contraction period.
During this period, stocks that rose above their IPO price and
then declined were more prevalent than stocks that continued
appreciating over the available first post-IPO month window.
Using the M2-contraction period as the focal market regime
rather than as a proven causal mechanism, this study develops
and evaluates deep learning and prompt-based LLM systems
to determine whether the first five post-IPO trading days con-
tain useful signal for forecasting post-IPO peak behavior.

Methodology

Overview

Four distinct market conditions were identified based on M2
money supply trends since 2000. The period from March 2022
to September 2023 was selected for deep learning model train-
ing and evaluation due to its unique post-IPO volatility pattern.
During this post-pandemic era, stocks exhibited a distinctive
trend: prices initially rose above the IPO price, then declined
over time, with the minimum price consistently occurring af-
ter the maximum price (regardless of whether the minimum
fell above or below the IPO price). This volatility pattern
appeared predominantly during this period and was signifi-
cantly less common under other market conditions. Compa-
nies that went public under each of the four market condi-
tions were systematically investigated and analyzed. From this
analysis, a subset of companies from the M2 contraction pe-
riod was selected to evaluate the capabilities of deep learning
models and large language models in forecasting the timing
and magnitude of peak prices during post-IPO price move-
ments. All data, including the raw stock data files, training
codes for the DL models,prompts for LLMs, etc, are available
at an external GitHub repository through the following link:
https://github.com/Junbum-Cho/Post-IPO-V
olatility-Predicting-DL-and-LLMs---Promp
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ts-Codes-and-Docs.git
M2 Money Supply as a Framework for Market Period
Classification

M2 money supply was selected as the primary criterion for
identifying distinct market periods due to its role as a con-
sistent indicator of economic liquidity conditions19. While
M2 liquidity does not flow directly into equity markets, it ex-
erts a significant indirect influence on stock market dynamics
through multiple channels20. M2 reflects both monetary pol-
icy interventions and money injection into the broader econ-
omy for circulation, thereby capturing the overall liquidity en-
vironment in which investors operate21. This liquidity base
has been shown to exhibit a causal relationship with stock
market behavior22, as changes in M2 influence investor risk
appetite, capital availability, and valuation metrics23. For IPO
markets specifically, M2 trends provide insight into the fun-
damental liquidity conditions that shape post-listing perfor-
mance24, making it an appropriate framework for categoriz-
ing distinct market environments and their associated post-
IPO volatility patterns25.

Fig. 2 U.S. M2 Money Supply Trends, 1960-2025. M2 Money
Supply Trends (1960-2025). Four market conditions are evident:
steady growth (2001–2020), pandemic-era expansion (2020–2021),
contraction (March 2022–September 2023), and return to steady
growth (post-September 2023). Shaded areas represent recessions.
Source: Federal Reserve Bank of St. Louis (FRED), https:
//fred.stlouisfed.org/series/M2SL.

Table 2. Classification of Market Periods by M2 Money Supply Pat-
terns (2001-2025). Each period exhibits unique monetary character-
istics that create distinct liquidity environments affecting post-IPO
stock performance.

Obtaining the Post-IPO Stock Price Data

Choosing Stocks for Each Four M2 Money Supply Trends

For each identified M2 period, 16 representative stocks with
solid fundamentals were selected, totaling 64 stocks across the
four market conditions. The stocks were all found through the
Yahoo Finance Platform: https://finance.yahoo.co
m. These stocks were then classified into the following types:

• Type 1: The price of the stock goes up above the IPO,
but it reduces as time passes. The minimum price may be
below or above the IPO, but it occurs after the maximum
price.

• Type 2: The price of the stock goes up above the IPO and
then continues to rise. The minimum price comes first,
then the maximum price follows. Here, the minimum
price is greater than or equal to the IPO.

• Type 3: The price of the stock goes down below the IPO,
but later increases to go above the IPO. The minimum
price precedes the maximum price, which is greater than
the IPO.

• Type 4: The price of the stock goes down below the
IPO and continues to stay below the IPO. The maximum
price, which is lower than the IPO price, precedes the
minimum price.

The following tables organize these stocks and their re-
lated information, including their classification types. When
stock splits occurred, the IPO price was recalculated to a split-
adjusted IPO price so that the IPO baseline remained on the
same price scale as the post-IPO trading data used for analy-
sis.

Based on the selected stocks, the distribution of post-IPO
volatility types was analyzed and quantified for each M2 pe-
riod, as shown in Table 6. The overall pattern reveals that Type
1 and Type 2 stocks predominate across all periods, while
Type 3 and Type 4 stocks rarely appear. Critically, Period 3
(March 2022 - September 2023), characterized by M2 con-
traction, exhibited a distinctive pattern: Type 1 stocks substan-
tially outnumbered Type 2 stocks (11 versus 5), representing
a reversal of the trends observed in other periods. This unique
prevalence of Type 1 volatility - where stocks rise above IPO
price before declining - distinguishes the M2 contraction pe-
riod and motivated its selection as the primary focus for deep
learning model evaluation.

Post-IPO Volatility Pattern Distribution and Rationale for
Period Selection

Given the distinctive distribution of post-IPO volatility types
observed during the M2 contraction period, we expanded the
sample using explicitly defined ex ante eligibility criteria.
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Computational Environment for Configuring the Deep Learning and LLM

Table 1 Development Platforms and Tools.

Name Description

Google Colab (Colaboratory) Google Colab (Colaboratory) is a cloud-based Jupyter Notebook en-
vironment that allows users to write and execute Python code in their
browser 16. In this research, Google Colab was utilized to train and run
the DL models.

Python Python, a versatile programming language suitable for data science 17,
was used for the training and running of the DL model.

ChainForge An open-source, visual programming environment for Prompt Permuta-
tions and Multi-Model Comparison of LLMs 18. This platform was uti-
lized to compare different LLMs’ performance in the prediction tasks.

ChatGPT-5.4 Reasoning, Grok-4.20 Reasoning, Gemini 3.1 Pro Utilized as an API within the ChainForge environment, these three
LLMs were utilized for this research. Model versions and parameter
details are explained in section 2.6.1.

Macbook A MacBook Pro (14-inch, 2021) equipped with an Apple M1 Pro chip
featuring a 10-core CPU (8 performance cores + 2 efficiency cores), 14-
core GPU, 16-core Neural Engine, and 32GB unified LPDDR5 memory
running macOS 15.2 (24C101) was utilized for this entire research.

These criteria were introduced to replace the earlier outcome-
based exclusions with a cleaner and more transparent study-
population definition. Specifically, the samples were lim-
ited to operating-company IPOs completed on the NYSE or
NASDAQ between March 2022 and September 2023, while
excluding SPACs, ETFs, closed-end funds, and similar non-
operating vehicles, whose trading behavior may differ materi-
ally from that of ordinary operating-company IPOs26. The
sample was further restricted to IPOs with offer prices of
at least USD 5 in order to exclude low-priced, penny-stock-
like offerings with distinct liquidity, volatility, and market-
microstructure characteristics27. Under this new exclusion
criteria, some previously considered stocks were removed be-
cause they did not satisfy the newly established scope criteria.
The final dataset therefore comprised 104 eligible IPOs.

The following two tables present: (1) the volatility type dis-
tribution among all 104 companies from the M2 contraction
period, and (2) the complete list of the 104 companies with
their corresponding IPO and price movement data.

Table 9 demonstrates the continuing trend of Type 1 dom-
inance over other types of stocks, solidifying the initial trend
seen in 16 companies through Table 7.

Gathering the test data set

Among the 104 companies presented in Table 8, the oldest
84 IPOs were assigned to the development set to avoid look-
ahead bias, while the 20 most recent IPOs were reserved as
a completely untouched final holdout for deep learning and
LLM evaluation. Within the 84-stock development set, model

development was conducted using time-blocked 5-fold cross-
validation. After model selection, the final deep learning mod-
els were retrained on the full 84-stock development set and
evaluated once on the 20-stock chronological holdout. The
same 84/20 chronological split was also maintained for the
LLM benchmark. Further details of the deep learning train-
ing procedure and LLM configuration are provided in Sections
“Developing the DL Model” and “LLM Selection, Prompt De-
sign, and Input File Configuration for Validation”.

Once the 104-company dataset was finalized, each IPO was
organized as an individual CSV file for deep learning train-
ing and final holdout evaluation. Table 11 summarizes the
structure of this per-IPO CSV format, in which each file con-
tains the full available first post-IPO month window of daily
OHLCV observations together with repeated file-level meta-
data and realized outcome labels. This full-window CSV
representation was used for the deep learning workflow. By
contrast, the LLM benchmark used a different input repre-
sentation constructed from the same underlying stock data:
identifier-masked natural-language summaries serialized as
JSONL records and restricted to the week-1 forecasting set-
ting. The detailed deep learning methodology is described
in Section “Developing the DL Model”, and the correspond-
ing LLM input construction and prompt configuration are de-
scribed in Section “LLM Selection, Prompt Design, and Input
File Configuration for Validation”.

Each CSV file (shown in Table 11) represents a single
IPO. The columns ticker, ipo date, ipo price adj,
type label, peak pct, trough pct, peak date, and
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Table 3. Selected IPO Companies from Period 1: Steady M2 Growth
(2001-2020). Sixteen representative stocks with solid fundamentals.
Maximum and minimum prices represent post-IPO peaks and troughs
with their corresponding dates and percentage changes from the IPO
price. Type classi�cations are also speci�ed.

trough date are �le-level variables repeated across all
rows of that �le for implementation convenience. Speci�cally,
ticker identi�es the stock symbol; ipo date is the list-
ing date; ipo price adj is the adjusted IPO price used as
the reference baseline; typelabel denotes the post-IPO
behavior class (Types 1–4); peakpct and trough pct
represent the maximum and minimum returns relative to the
adjusted IPO price over the available �rst post-IPO month
window; and peak date and trough date indicate the
corresponding dates of those extrema. The columns date,
trading day index, open, high, low, close, and
volume are row-level daily observations, where date is
the trading date, trading day index is the sequential
trading-day count since IPO, and open, high, low, close,
and volume are the daily market variables used for feature
construction and evaluation.

Table 4. Selected IPO Companies from Period 2: Rapid M2 Expan-
sion (January 2020 - March 2022). Sixteen representative stocks with
solid fundamentals from the pandemic-era M2 growth period. Maxi-
mum and minimum prices represent post-IPO peaks and troughs with
their corresponding dates and percentage changes from the IPO price.
Type classi�cations are also speci�ed.

Developing the DL Model

Overview

Three deep learning model families were developed in this
study: a Mixture-of-Experts (MoE) benchmark model, to-
gether with matched LSTM and Transformer comparison
models. Across all three architectures, only the �rst 5 trading
days after IPO were used as observed input, and the common
forecasting task was to predict the stock's peak return relative
to the adjusted IPO price and peak-day index over the avail-
able �rst post-IPO month window. The following subsections
brie�y present the shared training data design, uni�ed predic-
tion targets and auxiliary supervision, and the training and ex-
ternal benchmarking work�ow. For the comparative bench-
mark calculations and overall performance summary, see Sec-
tion “Overview”.
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Table 5. Selected IPO Companies from Period 3: M2 Contraction
(March 2022 - September 2023). Sixteen representative stocks with
solid fundamentals from the M2 contraction period. Maximum and
minimum prices represent post-IPO peaks and troughs with their cor-
responding dates and percentage changes from the IPO price. Type
classi�cations are also speci�ed.

Deep Learning Input Construction and Forecasting
Framework

• Per-IPO labeled CSV supervision structure: The full
per-IPO CSV �les shown in Table 11 contained daily
OHLCV observations together with repeated stock-level
metadata. Although these values appeared on every row
of a given CSV �le, they were treated as �le-level super-
visory targets rather than as row-wise predictors. This
distinction was essential because the deployment setting
remained causal: the encoder was allowed to observe
only the �rst 5 trading days after listing, whereas the re-
mainder of each per-IPO CSV �le was used only to de�ne
realized outcomes and auxiliary supervision.

Table 6. Table 5. Selected IPO Companies from Period 4: Resumed
Steady M2 Growth (October 2023 - June 2025). Sixteen represen-
tative stocks with solid fundamentals from the period of renewed
steady M2 expansion. Maximum and minimum prices represent post-
IPO peaks and troughs with their corresponding dates and percentage
changes from the IPO price. Type classi�cations are also speci�ed.

• Week-1 input representation: Accordingly, each IPO
was converted into a week-1 input matrix of size 5 ×
12, derived from OHLCV data. The twelve per-day
features were IPO-relative open, high, low, and close;
IPO-relative intraday range; close-to-close log return;
within-window volume z-score; and �ve repeated week-
summary descriptors consisting of the fraction of closes
at or above the IPO price, the linear slope of close-
relative performance, the ordering of early extrema, the
mean IPO-relative range, and the up/down volume ratio.
This preserved the paper's original week-1 forecasting
premise while standardizing inputs across all deep learn-
ing architectures.

• Forecast horizon and chronological evaluation de-
sign: The forecast horizon was de�ned as the avail-
able �rst post-IPO month window recorded in each per-
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Table 7. Distribution of Post-IPO Volatility Types Across M2 Peri-
ods. Frequency count of each volatility type among the 16 selected
stocks per period.

IPO CSV �le, rather than as a literal �xed 30-trading-
day horizon. Because coverage varied slightly across
�rms, the current �les span approximately one trading
month, with the longest observed window reaching 23
trading days. The oldest 84 IPOs formed the devel-
opment pool, and the 20 most recent IPOs were re-
served as a completely untouched chronological holdout.
Blocked chronological 5-fold cross-validation was con-
ducted only within the 84-stock development pool. After
the �nal con�guration was �xed, each model family was
retrained on all 84 development IPOs and evaluated ex-
actly once on the untouched 20-stock holdout.

Prediction Targets and Auxiliary Supervision

The deep learning framework was designed as a uni�ed
multitask problem rather than as two separate timing and mag-
nitude networks. Each model produced three primary out-
puts: the predicted volatility type, the predicted peak return
relative to the adjusted IPO price (peakpct), and the pre-
dicted absolute trading-day index at which the peak occurred
(peak day). Predicted peak price was not learned as a com-
pletely separate output head; instead, it was recovered exter-
nally as adjusted IPO price × (1 + predicted peakpct).

For the timing task, all models predicted a full probabil-
ity distribution over admissible trading-day indices within the
available month-window horizon rather than a single uncon-
strained scalar. Peak timing was summarized primarily by the
expected day index, while the modal day was retained as a
supplementary diagnostic.

The same per-IPO CSV �les were also used to create aux-
iliary supervision so that the training process could exploit
information from the full post-IPO month window without
leaking future observations into the encoder. These auxil-
iary targets included trough return, trough day, whether the
peak occurred before the trough, whether the peak exceeded
the IPO price, whether the trough fell below the IPO price,
the month-end close relative to IPO, a future-summary target,
and a masked future-path target based on the post-day-5 close,
high, low, and standardized volume trajectory. For numeri-

cal stability, peak pct and trough pct were learned in
signed-log(1+jxj) space and transformed back after inference.

Mixture-of-Experts Benchmark Model

The primary benchmark model remained a Mixture-of-
Experts architecture because expert routing by volatility type
was the conceptual foundation of the study. The benchmark
MoE used a shared single-layer GRU encoder with hidden size
128 to process the 5-day input sequence, followed by a projec-
tion block and a 4-class routing head. The routing head pro-
duced a softmax distribution over Types 1–4, and these rout-
ing probabilities were then used to mix type-speci�c experts
for the peak-return, trough-return, peak-day, and trough-day
heads.

This design allowed the model to combine explicit type su-
pervision with type-conditioned magnitude and timing predic-
tion within a single network. In addition to the expert heads,
shared heads were used for the auxiliary binary targets, month-
end close relative to IPO, and future-summary task, and a
small decoder was used to reconstruct the masked post-day-
5 future path. Thus, the MoE benchmark represented a uni�ed
post-IPO forecasting system trained under one multitask ob-
jective.

Matched LSTM and Transformer Comparison Models

To determine whether any performance gains were speci�c
to MoE routing rather than to the shared week-1 representa-
tion alone, two additional deep learning comparison models
were trained under the same multitask protocol. The �rst re-
placed the GRU-MoE core with a shared single-layer LSTM
encoder while keeping the same inputs, primary targets, aux-
iliary supervision, chronological split rules, and benchmark
procedure. The second used a compact Transformer encoder
with a 128-dimensional model space, four attention heads, two
encoder layers, learned positional embeddings, and pooled se-
quence representations. In the Transformer implementation,
only the encoder family changed; the forecasting task, super-
vision targets, and holdout protocol remained �xed.

These models were therefore not alternative task de�ni-
tions, but matched architectural baselines. Holding the data
representation, target construction, and evaluation work�ow
constant made it possible to interpret MoE, LSTM, and Trans-
former results as a direct model-family comparison rather than
as a comparison of different experiments. This also allowed
the deep learning study to function as an ablation-style com-
parison across sequence-model families while preserving the
same forecasting problem.

Training, Model Selection, and Final External Bench-
marking

All three architectures were trained with AdamW optimiza-
tion using a learning rate of 5 � 10�4 , weight decay of 10�4 ,
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Table 8. Expanded Sample of IPO Companies from M2 Contraction Period (March 2022 - September 2023). Maximum and minimum prices
represent post-IPO peaks and troughs with their corresponding dates and percentage changes from the IPO price. Type classi�cations (1-4) are
de�ned in Section “Choosing Stocks for Each Four M2 Money Supply Trends” . For stocks that had undergone share splits, the original IPO
price was recalculated to a split-adjusted IPO price so that the IPO baseline and post-IPO trading data remained on a consistent scale throughout
the expanded-sample analysis.

Sr. No. Company Type Exchange IPO Year IPO Price Maximum Price
and Date

Minimum Price
and Date

1 ProFrac Hold-
ing Corp.

3 NASDAQ 2022 $18.00 2022-06-08
23.62

2022-05-19
16.75

2 Atlas Energy
Solutions Inc.

4 NYSE 2023 $18.00 2023-04-04
15.92

2023-03-15
13.17

3 Xiao-I Corpo-
ration

1 NASDAQ 2023 $61.20 2023-03-09
72.00

2023-03-15
44.55

4 Adlai Nortye
Ltd.

4 NASDAQ 2023 $23.00 2023-09-29
19.30

2023-10-26 7.85

5 AN2 Ther-
apeutics,
Inc.

1 NASDAQ 2022 $15.00 2022-03-25
17.80

2022-04-11
12.59

6 Apogee Ther-
apeutics, Inc.

3 NASDAQ 2023 $20.00 2023-08-11
22.88

2023-07-24
19.98

7 Arm Holdings
plc

1 NASDAQ 2023 $51.00 2023-09-15
69.00

2023-09-21
49.85

8 Strive, Inc. 1 NYSE American 2023 $588.00 2023-02-03
698.00

2023-02-28
143.00

9 Atour
Lifestyle
Holdings
Limited

3 NASDAQ 2022 $11.00 2022-12-02
17.92

2022-11-16
10.46

10 Atmus Fil-
tration Tech-
nologies
Inc.

1 NYSE 2023 $19.50 2023-05-26
22.30

2023-06-01
18.93

11 Azitra, Inc. 1 NYSE American 2023 $999.00 2023-06-16
1036.00

2023-07-03
708.00

12 Bullfrog AI
Holdings, Inc.

4 NASDAQ 2023 $6.50 2023-02-14 5.83 2023-02-27 2.56

13 Bright Green
Corporation

1 NASDAQ 2022 $8.00 2022-05-18
58.00

2022-06-10 2.16

14 bioAf�nity
Technologies,
Inc.

1 NASDAQ 2022 $183.75 2022-09-01
466.50

2022-09-26
60.63

15 Bausch +
Lomb Corpo-
ration

1 NYSE 2022 $18.00 2022-05-06
20.20

2022-05-25
15.90

16 Belite Bio,
Inc

1 NASDAQ 2022 $6.00 2022-04-29
17.50

2022-05-02 8.80

17 Brenmiller
Energy Ltd

1 NASDAQ 2022 $1,813.00 2022-05-25
6065.50

2022-06-16
896.00

18 BranchOut
Food Inc.

1 NASDAQ 2023 $6.00 2023-06-20 6.20 2023-07-12 2.54
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19 Instacart
(Maplebear
Inc.)

1 NASDAQ 2023 $30.00 2023-09-19
42.95

2023-10-09
23.36

20 CAVA Group,
Inc.

2 NYSE 2023 $22.00 2023-07-13
54.86

2023-06-16
36.45

21 Coya Ther-
apeutics,
Inc.

1 NASDAQ 2022 $5.00 2023-01-11 5.67 2023-01-27 4.26

22 Corebridge
Financial,
Inc.

4 NYSE 2022 $21.00 2022-09-19
17.22

2022-09-30
14.98

23 Cadrenal
Therapeutics,
Inc.

1 NASDAQ 2023 $75.00 2023-01-20
101.25

2023-02-10
27.45

24 Edible Gar-
den AG
Incorporated

4 NASDAQ 2022 $750,000.00 2022-05-05
450000.00

2022-05-23
228000.00

25 Excelerate
Energy, Inc.

1 NYSE 2022 $24.00 2022-04-18
28.36

2022-04-22
22.07

26 Fidelis Insur-
ance Holdings
Limited

4 NYSE 2023 $14.00 2023-07-07
13.44

2023-06-29
12.06

27 GigaCloud
Technology
Inc.

2 NASDAQ 2022 $12.25 2022-08-22
62.00

2022-08-18
12.51

28 GEN Restau-
rant Group,
Inc.

1 NASDAQ 2023 $12.00 2023-06-28
19.85

2023-06-29
13.95

29 Genelux Cor-
poration

3 NASDAQ 2023 $6.00 2023-02-24
11.50

2023-01-27 5.35

30 Genius Group
Limited

1 NYSE American 2022 $60.00 2022-04-12
367.50

2022-05-06
50.70

31 Structure
Therapeutics
Inc.

2 NASDAQ 2023 $15.00 2023-03-01
30.00

2023-02-21
20.80

32 AMTD Digi-
tal Inc.

2 NYSE 2022 $7.80 2022-08-02
2555.30

2022-07-15
12.05

33 Hitek Global
Inc.

1 NASDAQ 2023 $5.00 2023-04-03 6.85 2023-04-05 4.40

34 Hanover Ban-
corp, Inc.

2 NASDAQ 2022 $10.00 2022-05-12
22.75

2022-05-11
18.70

35 Hempacco
Co., Inc.

1 NASDAQ 2022 $60.00 2022-08-30
418.00

2022-09-23
20.90

36 Hesai Group 1 NASDAQ 2023 $19.00 2023-02-09
30.35

2023-03-07
17.20

37 Himalaya
Shipping Ltd.

1 NYSE American 2023 $5.80 2023-04-03 5.89 2023-04-27 5.10

38 Intchains
Group Lim-
ited

3 NASDAQ 2023 $8.00 2023-04-04 8.95 2023-03-16 7.70
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39 Ivanhoe Elec-
tric Inc.

1 NYSE American 2022 $11.75 2022-06-28
12.04

2022-07-22 7.01

40 Intensity
Therapeutics,
Inc.

1 NASDAQ 2023 $125.00 2023-06-30
168.75

2023-07-27
135.00

41 Ispire Tech-
nology Inc.

3 NASDAQ 2023 $7.00 2023-04-28 9.80 2023-04-05 6.85

42 Jianzhi
Education
Technol-
ogy Group
Company
Limited

1 NASDAQ 2022 $150.00 2022-08-26
5580.30

2022-09-23
77.40

43 Kodiak Gas
Services, Inc.

3 NYSE 2023 $16.00 2023-07-28
16.68

2023-07-05
13.10

44 Kenvue Inc. 1 NYSE 2023 $22.00 2023-05-15
24.90

2023-06-01
22.18

45 Klaviyo, Inc. 1 NYSE 2023 $30.00 2023-09-20
39.47

2023-10-20
27.40

46 Laser Photon-
ics Corpora-
tion

1 NASDAQ 2022 $5.00 2022-09-30 5.50 2022-10-10 1.82

47 Lipella Phar-
maceuticals
Inc.

1 NASDAQ 2022 $46.00 2022-12-20
61.76

2023-01-18
20.79

48 Lead Real Es-
tate Co., Ltd

1 NASDAQ 2023 $7.00 2023-09-27 7.35 2023-09-28 4.52

49 Innovative
Eyewear, Inc.

4 NASDAQ 2022 $150.00 2022-08-15
140.00

2022-09-13
38.60

50 MAIA
Biotech-
nology, Inc.

1 NYSE American 2022 $5.00 2022-08-01 9.64 2022-08-26 3.59

51 Mobileye
Global Inc.

2 NASDAQ 2022 $21.00 2022-11-14
31.88

2022-11-03
24.85

52 MDB Capital
Holdings,
LLC

1 NASDAQ 2023 $12.00 2023-09-21
21.67

2023-09-22
10.15

53 MIRA Phar-
maceuticals,
Inc.

1 NASDAQ 2023 $7.00 2023-08-03 7.98 2023-08-07 5.40

54 Mineralys
Therapeutics,
Inc.

1 NASDAQ 2023 $16.00 2023-02-10
21.98

2023-03-10
15.04

55 Nano Labs
Ltd

1 NASDAQ 2022 $115.00 2022-08-02
139.50

2022-08-10
61.00

56 Neumora
Therapeutics,
Inc.

1 NASDAQ 2023 $17.00 2023-09-15
17.74

2023-10-12 9.35

57 NeurAxis,
Inc.

1 NASDAQ 2023 $6.00 2023-08-09 6.93 2023-09-01 3.75

10 j



58 CL Work-
shop Group
Limited

1 NASDAQ 2023 $9.00 2023-09-12
14.30

2023-09-14 7.00

59 Nextpower
Inc.

2 NASDAQ 2023 $24.00 2023-03-07
34.85

2023-02-09
28.51

60 Oddity Tech
Ltd.

1 NASDAQ 2023 $35.00 2023-08-04
56.00

2023-08-16
42.56

61 Onfolio Hold-
ings, Inc.

4 NASDAQ 2022 $5.00 2022-08-26 3.66 2022-09-22 1.13

62 PepGen Inc. 1 NASDAQ 2022 $12.00 2022-05-06
16.99

2022-05-23 7.82

63 Prime
Medicine,
Inc.

3 NASDAQ 2022 $17.00 2022-11-03
21.73

2022-10-24
14.52

64 PaxMedica,
Inc.

1 NASDAQ 2022 $89.25 2022-08-26
178.16

2022-09-23
36.04

65 Reborn
Coffee, Inc.

1 NASDAQ 2022 $40.00 2022-08-12
99.60

2022-09-07
16.88

66 Sagimet Bio-
sciences Inc.

3 NASDAQ 2023 $16.00 2023-08-08
18.33

2023-07-26
14.75

67 Shuttle Phar-
maceuticals
Holdings, Inc.

1 NASDAQ 2022 $1,625.00 2022-09-01
25252.00

2022-09-30
914.00

68 Skyward
Specialty
Insurance
Group, Inc.

2 NASDAQ 2023 $15.00 2023-02-07
20.37

2023-01-20
17.50

69 Snail, Inc. 4 NASDAQ 2022 $5.00 2022-11-11 4.36 2022-11-10 1.64

70 SIMPPLE
Ltd.

1 NASDAQ 2023 $42.00 2023-09-13
45.60

2023-09-14
33.60

71 Surf Air Mo-
bility Inc.

4 NYSE American 2023 $140.00 2023-07-27
35.00

2023-08-18 7.70

72 SaverOne
2014 Ltd

4 NASDAQ 2022 $35,683.20 2022-06-03
30240.00

2022-06-16
17452.80

73 Savers Value
Village, Inc.

2 NYSE 2023 $18.00 2023-07-24
25.48

2023-07-05
21.50

74 60 Degrees
Pharma-
ceuticals,
Inc.

1 NASDAQ 2022 $1,272.00 2023-07-13
2076.00

2023-08-09
355.20

75 Tenon Medi-
cal, Inc.

1 NASDAQ 2022 $1,800.00 2022-05-10
4791.20

2022-05-26
231.20

76 TOP Finan-
cial Group
Limited

2 NASDAQ 2022 $5.00 2022-06-23
50.97

2022-06-01
12.60

77 Interactive
Strength Inc.

1 NASDAQ 2022 $3,200,000.002023-04-28
3400000.00

2023-05-12
1284000.00

78 Turbo Energy,
S.A.

1 NASDAQ 2022 $5.00 2023-09-22 7.90 2023-10-11 1.52
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79 TXO Part-
ners, L.P.

4 NYSE 2023 $20.00 2023-02-22
17.37

2023-01-31
15.06

80 U Power Lim-
ited

1 NASDAQ 2023 $6,000.00 2023-04-20
7500.00

2023-05-09
366.00

81 U.S. Gold-
Mining Inc.

3 NASDAQ 2023 $10.00 2023-05-10
17.24

2023-04-21 8.31

82 Virax Bio-
labs Group
Limited

4 NASDAQ 2022 $50.00 2022-07-29
290.00

2022-07-29
54.00

83 VS Media
Holdings
Limited

1 NASDAQ 2023 $35.00 2023-10-05
60.48

2023-10-27 5.04

84 Corporacíon
Inmobiliaria
Vesta, S.A.B.
de C.V.

3 NYSE 2023 $31.00 2023-07-05
35.19

2023-07-03
29.75

85 Wang & Lee
Group, Inc.

4 NASDAQ 2023 $5.00 2026-01-27 0.01 2026-01-27 0.01

86 Expion360
Inc.

1 NASDAQ 2022 $700.00 2022-04-01
1129.00

2022-04-28
330.00

87 Jin Medical
International
Ltd.

1 NASDAQ 2023 $8.00 2023-03-28
10.29

2023-04-04 6.21

88 ATS Corpora-
tion

3 NYSE American 2023 $41.00 2023-06-22
48.44

2023-05-25
40.50

89 Aurelion Inc. 2 NASDAQ 2023 $50.00 2023-07-11
318.80

2023-07-07
75.20

90 Forza X1, Inc. 1 NASDAQ 2022 $5.00 2022-08-16
10.60

2022-09-13 2.78

91 Global In-
teractive
Technologies,
Inc.

4 NASDAQ 2023 $200.00 2023-08-14
155.60

2023-08-29
68.20

92 HilleVax, Inc. 3 NASDAQ 2022 $17.00 2022-05-02
20.95

2022-05-25 8.82

93 Heidmar
Maritime
Holdings
Corp.

4 NASDAQ 2023 $1,500.00 2023-01-17
67.00

2023-02-13
17.50

94 LQR House
Inc.

4 NASDAQ 2023 $7,000.00 2023-08-11
6034.00

2023-08-24
1274.00

95 Nxu, Inc. 1 NASDAQ 2022 $40,295.00 2022-09-28
731970.00

2022-10-05
36150.00

96 Perpetuals.com
Ltd

4 NASDAQ 2023 $25.00 2023-07-26
17.82

2023-08-08 7.10

97 Phoenix Mo-
tor Inc.

3 NASDAQ 2022 $375.00 2022-06-23
425.00

2022-06-13
145.00

98 Pixie Dust
Technologies,
Inc.

3 NASDAQ 2023 $9.00 2023-08-02
10.51

2023-08-17 6.93

12 j



99 RayzeBio,
Inc.

3 NASDAQ 2023 $18.00 2023-09-18
24.80

2023-09-26
17.95

100 ACELYRIN,
Inc.

3 NASDAQ 2023 $18.00 2023-05-11
25.84

2023-06-02
16.84

101 SYLA Tech-
nologies Co.,
Ltd.

4 NASDAQ 2023 $8.00 2023-04-03 7.99 2023-04-06 6.28

102 Third Har-
monic Bio,
Inc.

3 NASDAQ 2022 $17.00 2022-09-28
20.78

2022-09-19
16.00

103 Tron Inc. 4 NASDAQ 2023 $5.00 2023-08-16 4.68 2023-08-28 1.47

104 Turnstone Bi-
ologics Corp.

3 NYSE 2023 $12.00 2023-07-31
13.20

2023-08-17 8.00

batch size 16, gradient clipping at 1.0, and a maximum of
120 epochs. No custom parameter-initialization routine was
applied; optimizer epsilon and LayerNorm parameters were
left at the PyTorch framework defaults. Dropout was �xed
at 0.15 in the shared encoder/projection path and prediction
heads, including the type-speci�c expert heads in the MoE
benchmark. The type-classi�cation loss used label smooth-
ing of 0.03, and day targets were smoothed with a Gaussian
target kernel (s = 1:2). The �nal multitask objective priori-
tized the three investor-facing outputs—type, peakpct, and
peak day—with loss weights of 0.35, 1.25, and 0.75, re-
spectively, while smaller weights were assigned to trough, bi-
nary, month-end, future-summary, and future-path tasks. To
reduce early task interference, auxiliary losses were disabled
during the �rst �ve epochs and then gradually increased dur-
ing the following training stage.

Within the 84-stock development pool, blocked chronolog-
ical 5-fold cross-validation was used for model selection and
internal error analysis. Checkpoints were chosen by a com-
posite validation score that emphasized the benchmark met-
rics for peak prediction and timing while also retaining type-
classi�cation performance. Out-of-fold predictions from the
validation blocks were exported for internal diagnostic and
outlier analysis. The best epoch from each fold was recorded,
and the �nal re�t length was set to the median of those fold-
level best epochs. After this �xed-length re�t on all 84 de-
velopment IPOs, �nal performance was measured once on the
untouched 20-stock chronological holdout.

Because the principal benchmark metric in this study is the
Uni�ed Standardized Score (USS), uncertainty was attached
to the �nal external holdout evaluation rather than to the
cross-validation folds. USS remained de�ned relative to the
development-set median baseline. For the �nal 20-stock hold-
out, 95% bootstrap con�dence intervals were computed for
USS, and improvement over the baseline was additionally as-

Table 9. Volatility Type Distribution in Expanded M2 Contraction
Sample. Frequency count of each volatility type among all 104 se-
lected companies from the March 2022 - September 2023 period. The
predominance of Type 1 companies con�rms the distinctive volatility
pattern characteristic of the M2 contraction environment.

sessed using an exact paired sign-�ip test on per-stock sMAPE
differences. This inferential procedure ensured that uncer-
tainty estimates were attached to the same external benchmark
reported in the Results section.

Epoch-wise training and validation histories were not re-
tained in exportable form, so representative learning-curve
plots are not reported here.

LLM Selection, Prompt Design, and Input File
Con�guration for Validation

Selecting an Optimal Inference LLMs for Standalone and
LLM Architectures

Given LLMs' demonstrated capabilities in Chain of Thought
(CoT) reasoning and the complex analytical tasks required for
this research, three inference-oriented models were selected
for both the standalone LLM and DL-LLM hybrid systems.
All LLM operations were executed through the ChainForge
platform, which enabled direct API calls to generate and sys-
tematically collect outputs across multiple evaluation scenar-
ios.

• Gemini 3.1 Pro Preview: Google's Gemini 3.1 Pro en-
tered public preview on February 19, 2026, under the
model ID gemini-3.1-pro-preview 28. It was
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Table 10. Untouched 20 �nal holdout Samples of IPO Companies
from M2 Contraction Period (March 2022 - September 2023).

con�gured with a 10,000-token output limit and evalu-
ated at temperature settings of 0.2, 0.5, and 0.8 (out of
1.0). No system instructions, automatic function calling
were enabled for direct tool invocation, and no explicit
tools array con�gured.

• GPT-5.4 Thinking (high reasoning): OpenAI released
GPT-5.4 on March 5, 2026, with GPT-5.4 Thinking
made available in ChatGPT and GPT-5.4 made available
through the API29. In this study, it was con�gured with
high reasoning, a 10,000-token output limit, and temper-
ature settings of 0.2, 0.5, and 0.8 (out of 1.0). No system
instructions and automatic tool selection were enabled
when tools were available.

• Grok 4.20 Reasoning: xAI's developer release notes

Table 11. Structure of the Per-IPO CSV File. The csv �le with the
presented format was used for deep learning training and �nal hold-
out evaluation. Each �le contains the full available �rst post-IPO
month window of daily OHLCV observations together with repeated
�le-level metadata and realized outcome labels.

state that Grok 4.20 went live on March 10, 2026, and
xAI's model documentation lists reasoning variants for
the Grok 4.20 family30. It was con�gured with a 10,000-
token output limit and evaluated at temperature settings
of 0.4, 1.0, and 1.6 (out of 2.0). No system instructions
and no additional tools array con�gured.

Restricted-Context LLM Prompt Design and JSONL In-
put Con�guration

To ensure direct comparability with the deep learning bench-
marks, the LLM evaluation was designed as a restricted-
context, prompt-only week-1 forecasting task that used the
same underlying stock universe, the same chronological split,
and the same forecasting boundary as the �nalized DL work-
�ow. This subsection therefore has two components: �rst, the
design of the raw evaluation prompt itself; and second, the
construction and injection of identi�er-masked JSONL stock
summaries into that prompt.

Restricted-Context Prompt Design

The raw prompt was designed to constrain the LLM to the
same effective forecasting setting used by the deep learning
models (refer to �gure 3 to see the full LLM prompt). Specif-
ically, the prompt instructed the model to rely only on the
injected JSONL content and not to use outside knowledge,
web tools, calculators, retrieval systems, or attempts to in-
fer the original company identity. The task was framed as
a week-1 to available-month-window forecasting problem in
which the model had to infer three outputs for the target stock:
pred type, pred peak pct, and pred peak day. To
improve reproducibility and simplify downstream evaluation,
the prompt further required the LLM to return exactly one
structured JSON object containing these three �elds, with the
outputs kept internally consistent and bounded by the target
stock's stated month-window length.

JSONL Stock File Construction and Injection

The underlying source data for both the deep learning and
LLM work�ows were the same per-IPO stock CSV �les
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shown in Table 11. However, these raw tables were not in-
serted into the LLM prompt verbatim. Instead, each stock
�le was deterministically transformed into a single identi�er-
masked natural-language summary, and these summaries were
serialized as JSONL records for injection into the prompt.

As shown at the end of the raw LLM prompt in
Figure 3, the ChainForge work�ow used two injected
placeholders, referencefile and targetfile. The
referencefile placeholder contained a JSONL block of
multiple reference records, whereas targetfile contained
exactly one target record. Each JSONL line consisted of only
three �elds (see Figure 4): id, role, and text, where
id was an opaque identi�er such as ref 001 or tgt 001,
role indicated whether the record was a reference or target
sample, and text contained the full identi�er-masked stock
summary.

The text �eld of each injected record followed a �xed
schema derived from the raw stock path. For both reference
and target stocks, the summary reported the following:

• Adjusted IPO price

• Observed segment restricted to week 1, i.e., the �rst 5
trading days after IPO

• Available �rst post-IPO month-window horizon, stated as
an integer number of trading days

• Week-1 average open, high, low, and close relative to IPO

• Mean week-1 intraday range

• The fraction of closes at or above IPO

• The linear slope of close rel over week 1

• Early ext order (week-1 extrema order: 1 = max
before min, 0 = min before max)

• Week-1 up/down volume ratio

• Week-1 maximum and minimum, each reported as both
trading-day index and percentage relative to IPO

This design meant that the LLM did not reason over raw
daily rows such as dates, opens, highs, lows, closes, and vol-
umes directly. Rather, the raw OHLCV series was compressed
into a controlled textual analog-forecasting format that pre-
served the same week-1 predictive signal used by the deep
learning models while removing direct company identi�ers
and preventing direct label leakage into the target record. The
resulting structured output could then be parsed consistently
within ChainForge and scored directly on the same holdout
benchmark used for the deep learning models.

Results

Overview

The following sections report benchmark results for three deep
learning architectures - Mixture-of-Experts (MoE), LSTM,
and Transformer - and three prompt-only LLM families -
Gemini 3.1 Pro, ChatGPT-5.4 reasoning, and Grok-4.20 Rea-
soning - under a common evaluation protocol. To ensure di-
rect comparability, all headline results are based on a single
untouched 20-stock chronological holdout, while model de-
velopment was restricted to the older 84-stock pool. In every
case, only the �rst 5 trading days after IPO were provided as
observed input, and the prediction target was de�ned over the
available �rst post-IPO month window in the dataset rather
than a literal 30-trading-day horizon. The LLM benchmark
follows the same week-1 to available-month-window task def-
inition and outputs peak timing and peak magnitude in a single
restricted-context prompt-only forecast.

To compare timing and magnitude forecasting on a com-
mon, scale-free basis, the Uni�ed Standardized Score (USS)
was retained as the primary evaluation metric:

USS = 1 �
sMAPE(ŷ;y)

sMAPE(ŷbase;y)

where y is the observed target, ŷ is the model prediction,
and ybaseis a leakage-free na�̈ve predictor that always outputs
the training-set median target value. More speci�cally, during
blocked chronological 5-fold cross-validation, the baseline is
computed from each fold's training partition only; for the �nal
external benchmark, it is computed once from the full 84-stock
development pool and then evaluated on the untouched 20-
stock holdout. Thus, the USS baseline is not derived from the
full sample or from the holdout set.

USS = 0 indicates parity with the baseline, USS > 0 indi-
cates improvement over baseline, and USS < 0 indicates un-
derperformance. The same de�nition was used for both the
timing task (USSbase) and the peak-magnitude task (USSpeak).

Unless otherwise noted, all values reported below are
point estimates from the single external holdout benchmark.
Blocked chronological 5-fold cross-validation on the 84-stock
development pool was used only for internal model selection,
�xed-epoch selection, and �nal re�tting, not as the source of
the headline paper benchmark. The primary USS reference
was the development-set median baseline. On the same un-
touched 20-stock holdout, supplementary timing sensitivity
checks showed that a constant Day 3 predictor yielded sMAPE
= 90.21% and MAE = 2.15 days, a constant Day 2 predictor
yielded sMAPE = 66.00% and MAE = 1.45 days, and a uni-
form random predictor yielded expected sMAPE � 135.69%
and expected MAE � 9.95 days. These heuristic and random
baselines are therefore reported only as secondary sensitivity
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