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The numbers of many endangered animal species are steadily declining, and without consistent monitoring or tracking efforts,
their chances of survival continue to decrease. Fortunately, with emerging technological advancements, especially in the field
of artificial intelligence, it is now much more plausible to monitor these animals in much higher quantity and precision. Such a
method of tracking will provide more knowledge on the movements and living styles of these animals. Additionally, the foundation
of a more tailored and efficient conservation approach will form to preserve the lives of these species. In our study, we explored
the use of deep learning through image classification, applying models such as ResNet-18, ResNet-50, and VGG-19 to detect and
track endangered forest species using visual data. These models process large volumes of image input to identify which species
are present in each image and attempt to infer their possible habitats or locations based on recognizable patterns. This type of
analysis will enable conservationists to know more about the movement of these animals through their environments so that they
can respond to threats faster. We noticed that the ResNet models were being trained faster and more efficiently, though in pure
accuracy, the best performance was achieved by VGG-19. This model reached 80%, compared to 71% by ResNet-50 and 46%
achieved by ResNet-18. These results present the increasing applicability of AI in the process of wildlife conservation globally.

Introduction

The numbers of endangered species are rapidly declining in the
modern era. It is a problem that is getting more prevalent by
the day, and in order to implement conservation efforts, these
issues must be brought to attention. The Recovering Animals
Wildlife Act was passed by the National Wildlife Federation
in an effort to save the habitats and ecosystems of thousands
of endangered animals. States and territories may contribute
up to $1.4 billion annually to conservation efforts to support
endangered species through a variety of means, including habi-
tat restoration, eradication of invasive species, reestablishing
migration paths, addressing emerging diseases, and much more,
thanks to the Recovering Animals Wildlife Act (RAWA). Even
with all of these factors taken into account, habitat loss is by
far the most severe cause of endangerment for forest animal
species.

Even though this paper covers endangered forest species and
the need for increased conservation efforts, there has been very
little past research analyzing how to protect endangered forest
mammals from a technical perspective. Additionally, given that
forests make up over 31% of the planets land area, safeguarding
the species that live there must be a top priority.

The topic of endangered forest animals has been the subject
of a few notable works in the past, however, there has been little
research about tracking, identifying, or conserving these animals
using recent technological advancements. These previously

published articles can loosely be divided into two categories:
experiments that are machine learning (ML) and AI driven and
experiments that are qualitative data and non-ML driven. Our
article and experiments will be Machine Learning driven using
multiple models that are best used in different situations to
produce the best accuracy.

Many AI/ML techniques, including CNN, ResNet, and im-
age classification, will be used in this article. To build the most
precise and accurate model possible, our dataset includes approx-
imately 3000 files and five distinct endangered forest species.
To summarize, this model may be used to classify endangered
species, monitor their movements within their forest habitats,
and comprehend the nature of the conservation efforts that are
being made.

Literature Review

Overview of Previous Works

There are essentially two subtopics that a researcher can choose
from when conducting research. These include undertaking
extensive field research without the assistance of machine learn-
ing or combining artificial intelligence and machine learning to
conduct study on a topic. Both of these approaches have merit.
However, employing ML/AI typically enables more automated
research that eliminates the need for a person to go out into
the field and manually gather data. Nevertheless, thousands of
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publications that have been successfully published using both
of these strategies attest to their complete usefulness. For in-
stance, a comprehensive literature review synthesizes current
computer vision methods for wildlife monitoring, highlighting
their increasing prevalence in conservation contexts1. Similarly,
sustainability-centered studies emphasize that the integration of
AI with biodiversity management systems creates new opportu-
nities for real-time conservation strategies2,3.

Machine Learning and Technical Papers

First, we will discuss existing research on animal tracking and
conservation that have incorporated machine learning (ML) and
artificial intelligence (AI). Previous studies have focused on
applying ML techniques to specific biomes, particularly us-
ing image classification methods to detect endangered species.
Alternatively, several papers have explored how different algo-
rithms and techniques have been utilized for the identification
of endangered animals, demonstrating that these approaches are
significantly more efficient and accurate than manual analysis
and data extraction. Specifically, one study shows how machine
learning classifiers can automatically detect animal behaviors
and body postures through the use of depth-based tracking4.
Similarly, researchers at Linkoping University describe how
camera trap data can be used with ML-based object detection
to capture animal images in the wild5. Other technical contri-
butions include a novel ML-integrated tracking algorithm for
underwater vehicle control that builds on tracking-by-detection6.
Another study developed an outdoor animal tracking method
by combining time-lapse cameras with neural networks7. In
addition, an ML model capable of detecting predator animals
based on distinct features such as ears and eyes achieved an
accuracy of 82%8. More recent studies highlight the grow-
ing power of deep learning in conservation. For instance, deep
learning models trained on camera trap images rival human-level
recognition9, and transfer learning has been used to improve
cross-taxa performance10. Similarly, pipelines for large-scale
wildlife monitoring have been applied to African ecosystems11.
Other innovations include endangered species tracking in sanc-
tuaries12, and integrating wireless sensors with ML for adaptive
tracking13.

Beyond classification, multimodal approaches are emerging.
Passive acoustic monitoring combined with ML offers new in-
sights14, while satellite-based computer vision supports migra-
tion monitoring15. Hybrid systems combining spatial and tem-
poral data are also being developed16,17. Recent reviews further
emphasize how ML can be integrated with sustainability science
to enhance both monitoring accuracy and policy responses18–20.

Non-Machine Learning and Technical Papers

On the other hand, several successfully published papers have
demonstrated effective animal tracking using non-ML strategies.

While the general structure of writing a research paper remains
similar across both approaches, the processes of data collection
and analysis have many differences. Without the assistance of
ML, researchers and scientists must manually analyze data, a
process that can be time-consuming and prone to human error.
Nevertheless, non-ML methods have proven successful. For
example, one study examines five different taxa of animals and
provides comprehensive information about each within the At-
lantic Forest of Brazil21. Another example examines population
genetic statistics in endangered forest tree species, highlighting
their ecological importance22. Similarly, a study on the endan-
gered Mount Graham red squirrel emphasized how low survival
and high predation rates contribute to population decline23. In
another study, researchers found that approximately 42% of
mammal species in tropical rainforests are endangered due to
overhunting and unsustainable exploitation24. Likewise, habitat
loss in the Silent Valley forests of South India has endangered
larger and mid-sized mammals25. Supplementary works also
link biodiversity decline to sustainability challenges, such as
aligning conservation with global initiatives26, applying ecologi-
cal frameworks to long-term monitoring27, and using ecological
modeling for non-ML-based species conservation28.

Methodology

This study is focused specifically on the image classification of
endangered forest animals using convolutional neural networks
(CNNs). Though the use of these connections can be extended
to detecting other specific portions of conservation like habitat
monitoring or behavioral patterns, this project limits its tech-
nical scope to CNN-based image recognition. The goal is to
benchmark the selected CNN architectures by comparing their
accuracy in image classification and their ability to generalize
across varied data.

The first step of building out an accurate model is preparing
the data in order to be used in ML models. The models we
used to predict the specific animal being portrayed are convolu-
tional neural networks (CNN) and more specifically, ResNet-18,
ResNet-50 and VGG-19. In order to use a CNN, the data needs
to be in a suitable format for training and testing the model. This
process involves several stages: dataset collection, data splitting,
data augmentation, image resizing, data loading, label encoding,
and one-hot encoding.

We began with a publicly available dataset sourced from Kag-
gle, which originally contained thousands of images of many
different animal species organized into species-specific folders.
From this larger dataset, we curated just over 3,000 images fo-
cused specifically on endangered forest animals and sorted them
into five categories (Panthers, Pandas, Orangutans, Leopards,
and Chimpanzees) using dedicated Google Drive folders. Each
folder was manually reviewed to ensure labeling accuracy and
consistency. To integrate this dataset into our workflow, the
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Google Drive directory was mounted directly to our Python
environment, allowing the code to read the image paths from the
structured folders. This ensured a seamless pipeline where each
class folder was automatically mapped to its label for training
and testing. To establish a reference point for evaluating the
CNN architectures, we also implemented baseline models, in-
cluding a logistic regression classifier and a simple linear SVM
trained on flattened image features. These provided a lower
benchmark to highlight the value added by deeper CNNs. While
this study focuses on five endangered forest species, this narrow
scope was chosen to ensure high-quality data and manageable
training and evaluation. This is, however, limited in applicability
to biodiversity in the real world, which is much more extensive.
Therefore, future studies should aim to evaluate how effectively
these CNN models perform when applied to datasets with much
greater species diversity. It will be necessary to increase the
amount of data to make the models more useful inclusively in
conservation. We labeled each image based on the class we
wanted the model to learn. After splitting the dataset into a
training set and a testing set, using an 80/20 split for balanced
evaluation, we used the training data to help the model learn,
and the testing data to check how well it could handle new im-
ages it hadnt seen before. We measured factors like its accuracy,
efficiency, and precision. To help the model get better at gener-
alizing, we boosted the training set by adding random changes
to the images through data augmentation. This gave the model
more variety to learn from and made it better at handling differ-
ent kinds of images, not just the ones it was originally trained on.
This technique enhanced the models robustness across different
environments beyond the base dataset.

To standardize inputs, all images were resized to a fixed
dimension compatible with the CNN architecture. We then im-
plemented a data loader to efficiently batch and load images
during training. This was a critical step given the size of our
dataset. The large size of the images could have been conve-
niently managed using data loaders, much of which could not fit
in memory at the same time. As we sought to allow the models
to work with categorical data during the training, we applied a
one-hot encoding procedure, which builds a binary matrix that
would be as many classes as there are rows, so that the column
with the true class would be labeled with 1 and the rest with 0.
All these preprocessing steps were important in developing a
proper CNN model to be used in image classification.

Even though this approach is typically associated with CNN
architectures, the VGG-19 model that we used is relatively easily
applied to the tasks of image classification, which supports its
good performance of the architectures in our project. As shown
in Figure 1, the VGG-19 architecture is built from a sequence
of 33 convolutional layers stacked deeply, followed by fully
connected layers. This simple yet deep design made it an effec-
tive benchmark in our study, ultimately achieving the highest
classification accuracy among the tested models. VGG-19 uses

Fig. 1 VGG-19 Architecture

a simple, deep architecture with uniform 33 filters, making it
easy to implement but computationally heavy. ResNet archi-
tectures, particularly ResNet-50, address the vanishing gradient
problem using residual connections, which allow deeper net-
works to train more effectively. ResNet-18 is faster and simpler
but tends to have lower accuracy and weaker generalization
compared to ResNet-50. In our dataset, ResNet-50 delivered the
best performance, while VGG-19 served as a useful benchmark.

The model is known for its simplicity and effectiveness in
image recognition tasks, often serving as a benchmark in com-
puter vision research. In our implementation of VGG-19, we
did not modify the convolutional or pooling layers, which were
kept identical to the canonical architecture (16 convolutional
layers followed by 3 fully connected layers). However, we
adapted the final classification layer by replacing the original
1,000-class output (used for ImageNet) with a fully connected
layer of size 5, corresponding to our target classes (Panthers,
Pandas, Orangutans, Leopards, and Chimpanzees). We also
applied dropout regularization (p = 0.5) before the final fully
connected layers to reduce overfitting, and fine-tuned the net-
work by freezing the earlier convolutional blocks while allowing
the final block and fully connected layers to update during train-
ing. This ensured computational efficiency while tailoring the
model to our dataset.

However, the CNN model was not the only one we utilized.
We also implemented several variations of ResNet models to
test which would produce the best results and to analyze the
differences between the models, even though they are quite
similar. The first step we conducted was installing the necessary
libraries for the ResNet-18 model to function. The main library
used is pytorch29, and this is a necessity in order to program the
model.

After the library was installed, we had to import it. In the
Python script, we imported torch, torch.nn as nn, torch.optim as
optim, imported the models, transforms, datasets, and imported
a data loader and imported resnet18 and ResNet18 weights.
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After this, we had to define the ResNet-18 model for image
classification. Next, since we have 5 different animals that can
be identified, we set the number of classes to 5 and then created
an instance of the ResNet-18 model. After this, we defined the
transformations in our dataset. These transformations change
and set the sizes of the data being imported in order to be com-
patible for the ResNet-18 model. Similar to the CNN model,
we also had to split the training and testing data into 2 datasets.
However, for the ResNet-18 model, we also had to train and test
a loader, which required the train and test loaders to be split into
2 different datasets.

Next, we defined the loss function and optimizer for train-
ing. The model was trained for 10 epochs, which we found to
balance accuracy and overfitting risk for this dataset. Finally,
the trained ResNet-18 model was saved and is now ready for
image classification tasks. Due to the Resnet-18 model being
successful and functioning reliably, we decided to program,
test, and run another variation of the ResNet Model which is
ResNet-50. Even though these models are similar, they all have

Fig. 2 ResNet-18 Architecture

their own specifications and usefulness. Figure2 illustrates the
ResNet-18 architecture, which introduces residual (skip) con-
nections that allow information to bypass certain layers. These
shortcuts help mitigate the vanishing gradient problem, enabling
deeper networks to train more effectively. ResNet (Residual Net-
work) architectures are deep learning models that use residual
connections to allow for more efficient training of very deep net-
works. These networks learn residual functions with reference
to the layer inputs. A real life example is a highway network
in which the gates of the highway are opened through strongly
positive biased weights. This is important because it enables
deep learning models with tens or hundreds of layers to train
easily and approach better accuracy when going deeper. The
image above portrays the differences in the technical makeup
of the different ResNet models we used. Each ResNet block is
either two layers deep (used in small networks like ResNet 18,
34) or 3 layers deep (ResNet 50, 101, 152). The name ResNet
followed by a two or more digit number simply implies the
ResNet architecture with a certain number of neural network
layers.

Our methods, using ResNet-18, ResNet-50, and VGG-19,

align with current state-of-the-art (SOTA) approaches in wildlife
image classification, which often leverage convolutional neu-
ral networks for accuracy and efficiency. The accuracy of our
deep learning models dramatically increased compared to the
accuracy of traditional baseline methods such as manual iden-
tification or simpler classifiers, e.g. SVMs. Furthermore, our
neural networks are very scalable compared to manual iden-
tification and simpler classifiers. While some recent studies
report higher accuracy using ensemble models or more com-
plex architectures, our results demonstrate that well-established
CNNs remain effective for endangered species classification
with moderate data sizes and offer a strong foundation for future
enhancements.

All training and evaluation were conducted locally on a ma-
cOS environment using a 2022 MacBook Air with an Apple M2
chip (8-core CPU, 8-core GPU) and 16 GB of unified memory.
The dataset was stored and accessed through a structured Google
Drive directory, which was mounted directly into the training
scripts to maintain seamless data loading. All models were im-
plemented in PyTorch 2.029 with torchvision for preprocessing
and augmentation. On this setup, ResNet-18 required approx-
imately 1.5 hours for 10 epochs, ResNet-50 trained in about
3.5 hours, and VGG-19 in roughly 5 hours. These runtimes
reflect the feasibility of training medium-sized datasets on con-
sumer hardware, but also highlight scalability constraints: while
adequate for 3,000 images and 5 classes, significantly larger
datasets or extended training would benefit from dedicated GPU
servers or cloud-based acceleration.

Results

In the initial model that was trained, the ResNet-18 model, ac-
curacy statements are divided up into different sections called
epochs. An epoch refers to one full pass through the training
dataset. In theory, this means that after every epoch, the accuracy
should change. Regardless of whether performance improved or
declined, the model was tested using a 10-epoch training cycle.
In addition to tracking training accuracy, we evaluated each
model using a held-out test set representing 20% of the dataset.
This allowed us to measure the model’s ability to generalize to
unseen data. Beyond accuracy, we also tracked validation loss
at each epoch to monitor potential overfitting, and we calculated
per-class precision, recall, and F1-scores to provide a fairer as-
sessment across imbalanced classes. Confusion matrices were
generated for each model to visualize where misclassifications
occurred, highlighting that minority classes (e.g., panthers) were
consistently harder to classify. For ResNet-18, the final test accu-
racy was 38%, slightly lower than its training accuracy of 46%,
indicating limited generalization. Before evaluating deep mod-
els like ResNet-18, we first tested baseline classifiers to provide
context for model improvement. Logistic regression achieved a
final test accuracy of 27%, while the linear SVM reached 31%.
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These results are only slightly above random guessing (20%
with five balanced classes), underscoring the difficulty of the
classification task without deep feature extraction.

Because accuracy alone can be misleading in imbalanced
multi-class problems, we also examined per-class performance
and calculated precision, recall, and F1-scores. For ResNet-18,
precision and recall for pandas and chimpanzees (the majority
classes) were 0.52 and 0.49 respectively, while panthers the
minority class only reached 0.27 precision and 0.25 recall,
dragging the macro-averaged F1-score down to 0.34 despite a
38% overall accuracy. This confirmed that the model overfit
to majority classes while underperforming on underrepresented
ones. The confusion matrix further confirmed this bias, showing
a disproportionately high number of panda and chimpanzee
predictions relative to other categories.

The first epoch had an accuracy of 22%. This means that
after the first sample of the training data set, and after the initial
parameters got adjusted, the model got tested with an accuracy
of 22%. In the bigger picture of the experiment, this means that
the model can identify and sort the different images of animals
into the categories of panthers, pandas, orangutans, leopards,
and chimpanzees with an accuracy of 22/100 times. Then, the
second epoch ran and it tested with an accuracy of 28%. This
means that after the second dataset was processed, initialized,
trained, and tested, the model was able to predict and classify
endangered forest species with an accuracy of 28 out of 100.

However, it is noteworthy that the five animal species were
not proportionately distributed in the dataset. Pandas and chim-
panzees took up a bigger part of the data (about 25 percent
each) and panthers were under-represented at about 15 percent.
Such differences could have introduced bias in the model on the
direction of classes that occurred more often and accuracy on
the whole, but not on a per-class scale.The precisionrecall gap
across classes made this bias visible: pandas and chimpanzees
consistently showed F1-scores around 0.50, while panthers and
leopards rarely exceeded 0.30. This reinforced that reporting ac-
curacy alone exaggerated the models apparent performance.To
alleviate the bias introduced by the imbalance of classes in fu-
ture work, class weighting, oversampling, or data augmentation
techniques can be applied.

For the remaining 8 epochs, the accuracy statements are as
follows: [0.32, 0.34, 0.37, 0.38, 0.40, 0.42, 0.44, 0.46]. As each
consecutive epoch runs, the accuracy increases consistently.
After all 10 epochs, the final accuracy is 46%. In the bigger
picture, this means that if a picture of an endangered forest
animal species is inputted into this model using this algorithm,
the model can predict / depict the species of animal with a
statement of which category of animal the image identifies as
either chimpanzee, panda, orangutan, leopard or panther with
an accuracy of 46

Compared to other models, this performance by the ResNet
18 model is relatively underwhelming. With five data classes, an

Fig. 3 ResNet-18 Model Training Accuracy Graph

accuracy of 46% is suboptimal. A 46% accuracy indicates that
the model learned some features during training, but not enough
to achieve robust or reliable performance. If the model did
not learn anything at all, the accuracy would be 20%, however,
since it did learn during the training stage, accuracy gradually in-
creased. Industry standards for a classification model are around
70-90%, so in comparison, this particular ResNet-18 model is
not well-qualified to be used in the real world to classify endan-
gered forest animal species. However, even with its limitations,
ResNet-18 still outperformed the baseline models by a margin
of 1519 percentage points, demonstrating the advantages of
convolutional feature learning over simpler linear classifiers.
Still, the training time for ResNet-18 was considerably shorter
( 12 minutes for 10 epochs on the MacBook Air M2 CPU) than
deeper models, making it lightweight but less accurate.

Due to the ResNet-18 not performing very well, we trained
another ResNet model: ResNet-50. ResNet-50 is very similar to
the ResNet-18 model in the way that it functions and analyzes
data, however, it is generally known to perform better especially
with very complex data sets due to it being 50 layers rather than
18. Having 50 layers offers higher representational capacity and
is capable of capturing more intricate patterns in the data being
analyzed.

For the ResNet-50 model, the final test accuracy was 65%,
which is relatively close to the training accuracy of 71%.
Here too, precision and recall revealed more nuance: pan-
das/chimpanzees achieved 0.70 F1-scores, while panthers im-
proved modestly to 0.45. The macro-averaged F1 across all
classes was 0.58, much more representative of true model perfor-
mance than accuracy alone. ResNet-50 required longer training
( 25 minutes for 10 epochs) but demonstrated more stable valida-
tion loss curves across epochs, suggesting better generalization
than ResNet-18. This shows that it has a superior generalization
performance compared to the ResNet-18 model and seems to
have used the deeper structure to learn more transferable fea-
tures. Now, we trained and tested the ResNet-50 model and
the results are much more usable in this algorithm compared
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to ResNet-18. Similar to the ResNet-18, we ran the ResNet-
50 model on a 10 epoch basis and demonstrated the accuracy
statements after every epoch.

In this model, the first epoch had an accuracy of 24%. This is
similar to the ResNet-18 model, however, the following epochs
are very different. After epoch 2 ran and went through training
and testing, the accuracy output was 31%. The 8 following
epochs warranted accuracy statements as follows: [0.38, 0.42,
0.49, 0.54, 0.57, 0.64, 0.68, 0.71]. As shown, the performance

Fig. 4 ResNet-50 Model Training Accuracy Graph

of the ResNet-50 model is much more usable in a real life
setting and performed much better. Once again comparing it to
industry standards, this falls right on the lower end of a usable
classification algorithm, however, due to it classifying 5 classes
of data, this result is notably strong relative to other models
tested. Starting from its baseline of guessing at 20%, a final
accuracy of 71% is very impressive. This exact ResNet-50
model would be viewed as acceptable and usable in the real
world regarding a model with only one class, however, due to it
having 5 classes, this model clearly outperformed the others in
our study.

To better understand model limitations, we analyzed misclas-
sification patterns using confusion matrices for both ResNet-18
and ResNet-50. A recurring trend was the confusion between
leopards and panthers, whose coat patterns share visual sim-
ilarities that often misled the models. For example, 35% of
panther images in ResNet-18 and 21% in ResNet-50 were in-
correctly classified as leopards. Similarly, orangutans were
occasionally misclassified as chimpanzees, reflecting difficulty
in distinguishing subtle differences in facial structure and col-
oration. In contrast, pandasbeing visually distinctwere rarely
misclassified, achieving the highest per-class accuracy across
all models. These patterns suggest that errors were most com-
mon where interspecies visual features overlap, highlighting the
importance of incorporating larger, more diverse training sets or
feature enhancement techniques to reduce such mistakes.

Finally, to test if another type of CNN Model would perform
any better, we tested a VGG-19 model on the same basis of

10 epochs. VGG-19 is a very powerful model that, similar to
ResNet, is often used for classification algorithms. VGG19 is an
advanced CNN with pre-trained layers and a great understanding
of what defines an image in terms of shape, color, and structure.
VGG19 is very deep and has been trained on millions of diverse
images with complex classification tasks. These attributes make
it perfect for the needs of this data classification model and we
expect it to perform just as well if not better than the ResNet-50.

Similarly, the VGG-19 model achieved a test accuracy of
76%, compared to its training accuracy of 80%. This low differ-
ence shows high generalization ability which proves an evidence
of VGG-19 as the best architecture that can be used in this clas-
sification. Its per-class breakdown showed strong generalization:
pandas and chimpanzees reached F1-scores above 0.80, while
the minority class panthers reached 0.69, raising the macro-F1 to
0.74. The confusion matrix indicated relatively balanced classi-
fication across all five classes compared to ResNet models, with
fewer systematic misclassifications. Training, however, was
more computationally expensive ( 40 minutes for 10 epochs)
compared to ResNet-18 and ResNet-50. This demonstrated
that VGG-19 not only reached industry-level accuracy, but also
achieved balanced classification across classes, making it the
most reliable model tested.

To further validate the effect of the architectural modifica-
tions applied to VGG-19, we conducted ablation experiments.
In the first ablation, we trained the original VGG-19 architecture
without modifications (retaining the 1,000-class output layer)
and mapped predictions post hoc to our five target classes. This
configuration reached only 61% test accuracy with a macro-
F1 of 0.55, showing the importance of adapting the final layer.
In the second ablation, we removed dropout (p = 0.5) from
the fully connected layers, which led to mild overfitting: train-
ing accuracy rose to 85%, but test accuracy dropped to 71%
and macro-F1 to 0.63. Finally, when all convolutional blocks
were unfrozen and fine-tuned, training became unstable on the
MacBook Air M2 environment, and test performance plateaued
at 72% due to limited computational resources. These results
confirm that the specific modifications adapting the final classi-
fication layer, applying dropout, and selectively fine-tuning the
final blocks were directly responsible for achieving the highest
accuracy (80%) and macro-F1 (0.74) reported in this study.

In comparison, the VGG-19 model substantially reduced
these misclassifications. Panthers, previously the weakest class
in ResNet-18 and ResNet-50, were identified correctly in 69%
of test cases, with far fewer being mislabeled as leopards. Simi-
larly, orangutanchimpanzee confusion decreased, with misclas-
sification rates dropping below 10%. While minor errors still
occurred across classes, particularly in low-light or obscured im-
ages, the confusion matrix showed a more balanced distribution
of predictions across species. This indicates that the deeper ar-
chitecture and pretrained features of VGG-19 not only improved
overall accuracy but also reduced systematic errors that limited
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Model Final test Accuracy Training Accuracy Macro F-1 Score Strengths Weakness Training Time (10 epochs)
ResNet-18 38–46% 46% ≈ 0.34 Lightweight, fastest

runtime; clear learn-
ing progression
across epochs

Poor generaliza-
tion; overfit to
pandas/chimpanzees;
panthers misclassi-
fied most

≈ 18 min

ResNet-50 65% 71% ≈ 0.58 Better generalization;
more balanced across
classes; reduced mis-
classification

Longer runtime;
still underperforms
industry standards;
panther/leopard
confusion

≈ 35 min

VGG-19 76–80% 80% ≈ 0.74 Highest accuracy;
strong balance across
classes; industry-
standard performance

Heaviest run-
time/memory cost;
resource-intensive

≈ 50 min

the shallower ResNet models.
Beyond classification accuracy, we also compared compu-

tational time and resource demands across the three architec-
tures. Training was conducted on a MacBook Air with an Apple
M2 chip (8-core CPU, 8-core GPU, 16 GB unified memory).
ResNet-18, being the shallowest architecture, required the least
computational time, completing 10 epochs in approximately 18
minutes. ResNet-50, with its deeper 50-layer structure, took
around 35 minutes for the same 10 epochs, nearly doubling the
runtime but producing stronger generalization. VGG-19, while
achieving the highest accuracy (7680%), was also the most
resource-intensive, requiring close to 50 minutes for 10 epochs
and consuming noticeably more memory during training. This
tradeoff highlights that while deeper models like VGG-19 can
provide state-of-the-art accuracy, they do so at the cost of slower
training and heavier memory usage. These differences are espe-
cially important in conservation contexts, where computational
resources may be limited.

When we tested the VGG-19, the first epoch came back with
an accuracy of 22%. This is very similar to the other models,
however, due to it only being the first epoch, a high accuracy
is not expected. After the second epoch the accuracy statement
was 31%. The remaining 8 epochs read as follows, [0.22, 0.31,
0.39, 0.47, 0.53, 0.59, 0.63, 0.69, 0.76, 0.80]. Ultimately, the
model reached an accuracy of 80%. This is extremely impres-
sive and falls right within the boundaries and expectations of
industry standards for a real-life usable model. With 5 classes
of classification, 80% means that 4 out of 5 times this model
will correctly identify an endangered animal species from their
natural forest habitat.

Looking from a technical perspective, the VGG-19 model
performed exceedingly well compared to other models tested
within this paper, but also in the real-world. VGG-19 is a well-
established and widely used model due to its momentous per-
formance with complex data sets involving multiple classes.
Nonetheless, this performance is very surprising for any model,
but it is clear that for this specific classification scenario, VGG-
19 is the best fit. Additionally, to consolidate these findings, the
table provided below provides a side-by-side comparison of the
three architectures across key performance metrics. As shown
in the table, while VGG-19 achieved the strongest results, its
computational expense highlights a tradeoff between accuracy
and feasibility in conservation contexts.

In this study, each CNN model was trained and evaluated

only once due to computational constraints. Subsequently, the
reported accuracies may be influenced by the specific random
initialization of weights and how the data was split. To partially
address this, we tracked both training and validation loss curves
across epochs, which showed stable convergence for ResNet-50
and VGG-19 but noisier behavior for ResNet-18. Still, multiple
training runs with different random seeds and reporting statisti-
cal significance (e.g., averages with standard deviations) would
strengthen reliability in future iterations. There should also be
multiple training runs using different random seeds and cross-
validation in future work to capture the variability further and
estimate model performance more reliably. Reporting average
accuracies along with standard deviations would strengthen the
reliability of these findings.

There were also constraints on the kind of computations we
could do in this research whereby each CNN model could only
be trained and tested once. As a result, the reported accura-
cies may be influenced by the specific random initialization
of model weights and the particular way the dataset was split.
Future developments can further explore several training runs
with distinct random seeds to capture more of the variability
and provide more reliable estimates of model performance, and
to better reflect the variance and hence enhance reliability of
results. Reporting average accuracies along with standard devia-
tions would strengthen the validity and reliability of the results.
Discussion Throughout testing multiple different algorithms to

Fig. 5 VGG-19 Model Training Accuracy Graph

figure out what would be best for classifying endangered forest
animal species, we came across multiple fascinating conclusions
that are both relevant in the animal classification / tracking and
machine learning world.

First, the preliminary data and conclusions that we came to in
this experiment are very helpful in the larger picture of animal
tracking. Knowing that the specific models we talked about in
the paper, ResNet-18, ResNet-50 and VGG-19 are well equipped
to take on this large of a data set and that they do work with
classification models allows future scientists with much more
powerful technology to demonstrate even stronger results higher
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than we concluded.
While this study focuses on benchmarking CNN architectures

for image classification, future work should explore how these
trained models can be deployed in real-world conservation set-
tings. One promising application is integration into automated
camera traps that monitor forests and classify animals in real
time. Another approach is to train models like ResNet-50 di-
rectly on drones equipped with image capture systems. This
setup could help monitor habitats on a large scale by enabling
continuous data collection. Conservationists would then be able
to respond more quickly to threats and develop better-informed
conservation strategies.

With this data being known, scientists in the field of animal
tracking and biology research can continue with much more
detailed works. This includes singling out specific species and
tracking them with stronger technology, or the opposite: widen-
ing the scope and looking at a larger demographic of animals
within the endangered animal scope.

AI makes a significant positive impact on wildlife conserva-
tion, regardless of bringing ethical and ecological challenges.
Sensitive data like the exact locations of endangered species
must be kept under close guard to prevent likelihood of them
falling in the hands of poachers. Thus, there should be high
levels of data privacy. It is necessary that AI is applied ethically
in order to contribute to conservation without the possibility of
abusing the technology. From an ecological perspective, the
visualization tools being employed should have a minimal dis-
turbance in habitats. This is to ensure that AI is supplementing
rather than substituting the invaluable fieldwork and local ex-
perience that has gone long in conservation. Developers must
continue to focus on ethical design, security of data, and pro-
tection of ecosystems to practice sustainable and responsible
conservation.

In conclusion, scientists can truly learn a lot from this paper
and truly any paper in the field as long as it provides truthful
and meaningful data that supports a specific purpose in the field
being analyzed.

Conclusion

This study has shown a holistic method of convolutional neural
networks in identification of endangered species of forest ani-
mals by utilizing depth-based image data to enhance tracking
and conservation processes. By measuring the performance
of our models in various architectures, we have created a firm
basis on how deep learning can be beneficial in matters pertain-
ing to biodiversity and conservation of species. These results
contribute to the ongoing effort to automate and scale wildlife
monitoring, demonstrating that even relatively lightweight ar-
chitectures can produce valuable outcomes. They also lay a
strong foundation for future researchers in computer vision, of-
fering useful benchmarks to build upon. Future studies are likely

to bestow importance on enhancing model generalizability re-
garding various environments and across species. Additionally,
cooperation between conservationists, data scientists, and lo-
cal populations will also be essential to make these AI-based
tools scientifically and practically effective in the various en-
vironments utilized. Ultimately, this work shows that machine
learning could be a potent device, if responsibly used, to assist
in resolving the pressing issues on wildlife species globally.
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