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Diabetes is a chronic disease with a high hospital readmission rate. The ability to predict readmission can greatly improve
medical care. The complexity of factors and the rapid growth of healthcare data provide great opportunities for developing
machine learning predictive models of hospital readmission. In this paper, we built three machine learning models using a
dataset from the UCI machine learning repository: elastic-net logistic regression, random forests, and Extreme Gradient Boosting
to predict readmission risk. We tuned their hyperparameters to improve their performance. We also identified important features
contributing to hospital readmission. The three models had comparable performances with Area Under the Receiver Operating
Characteristic (AUROC) values around 0.68. Surprisingly, the performance of all three models saturated quickly as the amount
of training data grew, indicating training sizes were unlikely to be the constraining factor on the accuracy improvement. Since
only a few features were identified to have influences on readmission, we think the greatest gains in predictive performance of
hospital readmission will derive from improved feature selection and representation.

Introduction

Diabetes is a chronic disease caused by high levels of blood
sugar1. Common symptoms of diabetes include but are not
limited to being unusually thirsty or hungry, having a need to
urinate a lot, unexplained loss of weight, mood swings, and
feeling tired and weak2. The body’s inability to gain energy
from glucose greatly decreases the effectiveness of the im-
mune system, making it much more susceptible to infections3.
The most recent report from the Centers for Disease Control
and Prevention estimates that approximately 11.3% of people
in the United States (37.3 million people), suffer from dia-
betes4.

Like other chronic diseases, such as heart conditions, dia-
betes is associated with higher chances of hospital readmis-
sion. According to an article published in 2017, “Thirty-day
readmission rates for hospitalized patients with [diabetes] are
reported to be between 14.4 and 22.7%, much higher than the
rate for all hospitalized patients (8.5–13.5%)”5.

The main indicator used to measure the effectiveness of care
is the hospital’s 30-day readmission rate6. Hospitals are pe-
nalized by Medicare for increased rates7 and patients choose
hospitals with low readmission rates8, incentivizing hospitals
to decrease their readmission. The ability to predict readmis-
sion and identify risk factors will increase hospitals’ adher-
ence to Medicare guidelines, improve the quality of patient
care, and reduce the costs of healthcare9.
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Dozens of factors can affect the probability of readmission
for a patient, such as diagnosis, time spent in the hospital, what
treatments they received, etc. The heterogeneity and complex-
ity of those factors makes it extremely difficult to identify key
factors and predict readmission risk. Researchers would have
to go through hundreds of thousands of data points, each with
dozens of features in order to find a method to correctly pre-
dict readmission of a patient. The difficulty makes machine
learning a very viable option for creating a model.

One model that can handle large datasets with good pre-
dictive ability is gradient boosting. Gradient boosting, first
proposed by Jerome H. Friedman in 1999, improved on previ-
ous machine learning models by constructing additive models
from fitting a base learner to current residuals by minimizing
the least squares. Each iteration of the training data for the
base learner is a subset of data points randomly drawn without
replacement from the full training data. This improves the ac-
curacy, training speed, and gives the model greater resilience
from overfitting10.

Extreme Gradient Boosting (XGBoost), was developed in
2014 by Tianqi Chen and Carlos Guestrin11. XGBoost’s main
differences from regular Gradient boosting includes using sec-
ond order partial derivatives in order to find the optimal reduc-
tion in the loss function quicker and more accurately, and also
using advanced regularization in L1 and L2 weights, reducing
the variance of the model12.

XGBoost has been successfully applied to recent classifica-
tion problems, such as insurance claim predictions13. It has
also been applied in the medical domain, for example to di-
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agnose chronic kidney disease14. XGBoost, however, has not
been extensively used to predict hospital readmission in pa-
tients with chronic diabetes or identify the most influential
factors for patient readmission.

Previous studies have trained different machine learning
based classifiers to predict hospital readmission for patients
diagnosed with a variety of diseases. A comprehensive re-
view summarized that of 59 trained machine learning models,
23 were tree-based methods, 14 were neural network models,
12 were regularized logistic regression, and 10 were support
vector machine models. Of those models, the median AU-
ROC was 0.68 with an IQR of 0.64-0.7615. Different machine
learning-based methods showed different performances. For
example, a machine learning-based model achieved better per-
formance in predicting patient readmission with heart failure
than a simple logistic regression model16. XGBoost achieved
a higher AUROC value than logistic regression for predicting
90-day readmissions in patients with Ischemic Stroke17 and
had an AUROC of 0.738 for predicting patient readmission
with mental or substance use disorders18.

Although machine learning classifiers have been developed
to predict readmission for a variety of diseases, studies on
modeling readmission risk for diabetic patients are very lim-
ited. In this paper, we used a dataset from the UCI ma-
chine learning repository (Methodology) to train three mod-
els: elastic-net logistic regression, random forests, and XG-
Boost to predict readmission risk and estimate the importance
of features. The AUROC scores of logistic regression, ran-
dom forests, and XGBoost models were 0.6722, 0.6802, and
0.6812, respectively. Surprisingly, the performance of all three
models saturated quickly as the amount of training data grew.
Diagnosis, specific admission sources (such as an emergency),
and the use of diabetes medications were identified as main
factors influencing readmission in diabetic patients.

Fig. 1 Distribution of feature weights

Fig. 2 Top five features increasing and top five features decreasing
risk of readmission

Results

Table 1 lists the mean and standard deviation of accu-
racy (ACC), AUROC, and area under precision-recall curve
(AUPRC) of the logistic regression, random forest, and XG-
Boost models with optimal parameters tuned by Halving Ran-
dom Search method.

Table 1 Model performances

Method ACC (SD) AUROC (SD) AUPRC (SD)
LR 0.6218 (0.012) 0.6721 (0.013) 0.6478 (0.018)
Random Forest 0.6313 (0.008) 0.6802 (0.012) 0.6521 (0.021)
XGBoost 0.6324 (0.012) 0.6812 (0.012) 0.6566 (0.019)

As expected, XGBoost achieved the highest accuracy, AU-
ROC, and AUPRC scores. However, there was no significant
difference in the performance between XGBoost and random
forest. The superiority of XGBoost and random forest over
logistic regression appeared to be subtle, but the three per-
formance metrics of the XGBoost and random forest model
were exceeding two standard deviations higher than the per-
formance metrics of the elastic net logistic regression model.
The performance of the XGBoost model compared to the ran-
dom forest model is harder to interpret, as the performance
metrics were all within two standard deviations of each other.
All three models had low standard deviation, suggesting they
all had stable performance. This meant that hyperparameter
tuning (Methodology: Hyperparameters) successfully reduced
overfitting, as overfitting leads to a larger standard deviation of
the performance during cross-validation.
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We have also plotted the distribution of the weights of fea-
tures in the logistic regression model (Figure 1). Figure 2 are
the top five features of the logistic regression model viewed
as the most increasing and top five features viewed as most
decreasing of patient readmission risk. Investigating the dis-
tribution of the weights (Fig. 1), we found most features
had weights around zero, suggesting that L1 regularization
deemed them useless to predicting hospital readmission.

Note that the primary, secondary, and tertiary diagnosis fea-
tures were their target encoded values. The features charge
disposition id, admission source id, and admission type id
are explained in the IDs mapping table that is included when
downloading the data set. For the IDs on Figure 2, admission
type id: 7, admission source id: 6, and admission source id: 4
corresponds to “trauma center”, “transfer from another health
care facility”, and “transfer from a hospital,” respectively.

The importance of the features in the XGboost models were
measured in their cover as defined in the Methodology section.
The distribution of the feature cover score is shown in Figure
3, and the bar graph of the ten features with the highest cover
is shown in Figure 8.

Fig. 3 Distribution of feature cover for the XGBoost model

Like the results from the logistic regression model, features
charge disposition id, admission source id, and admission type
id are explained in the IDs mapping table. For the IDs on Fig-
ure 9, admission source id 7, 6 and 4 corresponds to “emer-
gency room”, “transfer from another health care facility”, and
“transfer from a hospital,” respectively.

In order to interpret the importance of the three diagnosis
features, we plotted the target encoded value versus the fre-
quency of each ICD9 diagnosis of primary, secondary, and
tertiary diagnosis in Figure 5, Figure 6, and Figure 7, respec-
tively. Note that a target encoded value ¿0.5 indicates a posi-
tive correlation and vice versa.

Fig. 4 Ten features with highest cover score

The diagnosis that each code corresponds to can be found
in the ICD9 book [19].

We also listed the ten ICD9 codes with the highest and ten
ICD9 codes with the lowest target encoded values and their
occurrence for primary, secondary, and tertiary diagnoses in
tables 2, 3, and 4, respectively.

Finally, we investigated whether existing models will con-
tinue to improve as data grows, or saturate in performance
(Figure 8). We found that the effect of additional training sam-
ples is diminished as the data grows, especially after reaching
20,000 subjects.

Discussion

In this study, we built three machine learning models, logis-
tic regression with elastic net penalty, random forest, and XG-
Boost to predict hospital readmission of patients with diabetes.
Although the XGBoost model achieved the highest AUROC
score, its improvement over the logistic regression and random
forest was modest and none of the models had an AUROC
score exceeding 0.7. The accuracy increases also plateaued at
the full dataset size, indicating a larger training set would be
unlikely to improve accuracy.

The fact that model performance plateaued at less than 0.7
AUROC suggests that the dataset suffered from label noise
or insufficient predictive features. The distribution of weights
for the logistic regression model and cover scores for the XG-
Boost model also showed that most of the features had close to
zero value for predicting hospital readmission. Furthermore,
even though ICD-9 codes were among the most important fea-
tures, the most frequent primary, secondary, and tertiary diag-
noses were encoded with uninformative values close to the
baseline value of 0.476. This is the proportion of patients in
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Fig. 5 Target encoding vs occurrence for primary diagnosis

the dataset that were readmitted, which suggests that, in iso-
lation, the vast majority of ICD-9 codes were not informative
for predicting readmission.

Actionable insights may be derived from the most impor-
tant features identified in this study. For example, patients
that were assigned ICD-9 codes with high target encoded val-
ues may be important to study in case review. Future work
may improve the insights derived from these models as well.
While ICD-9 codes with a relatively high or low target encod-
ing (Methodology: Categorical Encoding and Scaling) were
rare, limiting the impact of reviewing these cases with these
codes, ICD9 codes can also be embedded19. This creates a
continuous representation of codes such that codes with simi-
lar embeddings can all be flags for case review. Using embed-
dings would also circumvent limitations of target encodings,
which prevent models from extrapolating to unseen diagnosis.
However, using ICD-9 codes as a predictive feature has inher-
ent limitations. ICD-9 codes are used for billing and are gen-
erally recorded after a patient is discharged, any model trained
on this dataset is only useful for retrospective studies and ap-
plications.

Based on this study, we hypothesize that the greatest gains
in predictive performance for hospital readmission will not
improve with more data points, but will rather require new
features to be collected to reduce label noise and continuous
embeddings of diagnostic codes to improve generalizability.
This will help fill the need for models that explicitly incorpo-

Fig. 6 Target encoding vs occurrence for secondary diagnosis

rate clinically actionable data and define and identify poten-
tially preventable readmissions, which is critical for reducing
readmission in diabetic patients and to triage them for case
review and potential interventions.

Methodology

Data set acquisition and cleaning

The dataset was downloaded from the UCI machine learn-
ing repository. It consisted of 101,766 diabetic patients and
50 features collected over 10 years (1998-2008) in 130 US
hospitals20. Of those features, one was the target variable-
readmission, two were encounter ID and patient number, and
47 were variables covering a multitude of clinical and sociode-
mographic information, such as ICD-9 diagnosis, the length of
hospital stay, admission source, discharge location, age, sex,
and race. The readmission outcome had three categories, NO
if the patient was not readmitted, < 30 if the patient was read-
mitted in less than 30 days, and > 30 if the patient was admit-
ted in more than 30 days. Table 5 shows the statistics of some
of the features in the dataset.

We first cleaned the data by removing variables with a large
portion of missing data, including weight, payer code, and
medical specialty (97%, 52%, and 53% of missing data, re-
spectively). Glucose serum and Alc test result columns were
also dropped because most of the patients were not tested. We
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Fig. 7 Target encoding vs occurrence for tertiary diagnosis

removed the patients who would clearly not be readmitted,
e.g., patients expired or were discharged to hospice. Further-
more, we dropped data points with an unknown feature. Af-
ter data cleaning, there were 81,143 data points each with 42
features. We then split the data set into training and test sets
in a 80-20 stratified split since the readmission outcome was
slightly imbalanced with 52.4% of no readmission.

Categorical Encoding and Scaling

For the readmission outcome, “NO” was encoded by 0, and
¡30 and ¿30 were combined and encoded by 1, which showed
the connection between the two outcomes and allowed for
target encoding. Since machine learning models can only
use quantitative inputs, categorical variables with low cardi-
nality (all categorical features except diagnosis 1, diagnosis
2, and diagnosis 3) were converted into quantitative features
through one-hot encoding (The first column for each feature
was dropped for the elastic-net Logistic Regression model).
The diagnosis 1, diagnosis 2, and diagnosis 3 features each
had over 700 unique International Classification of Diseases
Ninth Revision (ICD9)21 values. One-hot encoding of those
diagnoses would result in a training data set over 20 times
larger than one without encoding, leading to over 20 times
longer training time. Therefore, these three diagnoses were
encoded through target encoding22, where the features were
replaced by their probability of the target value and the prior

Table 2 Ten ICD9 codes with the highest and ten ICD9 codes with
the lowest target encoded values and their occurrence for primary
diagnosis

ICD9 code Target Encoded value Occurrence
664 3.9603×10−7 18
810 0.00118 8
865 0.00857 6
342 0.00857 8
273 0.00857 5
831 0.00857 5
663 0.00857 7
814 0.00857 5
470 0.02259 4
136 0.02259 4
282 0.87180 49
806 0.93757 3
208 0.93757 3
745 0.93757 5
271 0.93757 3
250.52 0.93757 4
272 0.93757 4
395 0.93757 3
643 0.97516 5
583 0.99058 5

probability of the target for the whole the training data. The
data sets then went through standard scaling [z = (x−µ)/σ ],
where µ is the mean and σ is the standard deviation. The stan-
dard scaling ensured fast training and comparable weights of
each feature.

Categorical encoder and standard scaling were applied to
the training and test data sets through a pipeline (Fig 9.), en-
suring that the target encoder and standard scaling was fit to
the training data set, preventing data leakage.

Machine Learning Models

We applied three Machine Learning models for classification,
logistic regression with elastic net penalty, Random Forest,
and XGBoost.

Elastic Net Logistic Regression

The logistic function was invented in the 19th century by
Pierre François Verhulst in order to describe population
growth23. The logistic regression model uses the sigmoid acti-
vation function, similar to the graph of a population shown by
Verhulst, and bounds the output between 0 and 1. The value
from the sigmoid function is the probability of the event be-
ing 1. The threshold to determine the prediction was set to
the base parameter of 0.5. The threshold balances type I and
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Table 3 Ten ICD9 codes with the highest and ten ICD9 codes with
the lowest target encoded values and their frequency for secondary
diagnosis

ICD9 code Target Encoded value Occurrence
756 0.00016 11
299 0.00319 7
922 0.00319 7
759 0.00857 5
861 0.00857 7
621 0.00857 7
867 0.02259 6
336 0.02259 6
882 0.02259 6
647 0.02259 5
141 0.85915 2
862 0.85915 3
826 0.85915 4
483 0.85915 2
320 0.85915 3
484 0.85915 3
513 0.93757 4
684 0.93757 4
705 0.97516 7
619 0.97516 6

type II errors. Increasing the threshold reduces type I errors
but rises type II errors, and vice versa24.

Logistic regression models are straightforward to imple-
ment and interpret. The straightforwardness comes from the
fact that the training process is to assign weights to each in-
dependent variable, which are summed and fed into the ac-
tivation function (sigmoid). Weights are trained to minimize
the prediction error, which is the difference between the pre-
dicted probability and the actual result. The weights reflect
the importance of each independent feature to the dependent
variable, which is hospital readmission in this case.

The logistic model used in this study was regularized by
L1 and L2 regularization. L2 penalizes the sum of the square
of the weights, while L1 penalizes the sum of the absolute
value of the weights. L2 penalizes large weights, while L1 re-
duces weights towards 0, forming sparse models. An elastic-
net model uses both L1 and L2 regularization to reduce over-
fitting.

Random Forest

Random forest was introduced in 2001 by Leo Bremian, a dis-
tinguished statistician of University of California, Berkeley25.
Random forest is an ensemble method for regression and clas-
sification by constructing an uncorrelated forest of decision
trees. Each individual tree is built from sampling rows of train-

Table 4 Ten ICD9 codes with the highest and ten ICD9 codes with
the lowest target encoded values and their frequency for tertiary
diagnosis

ICD9 code Target Encoded value Occurrence
916 0.00002 11
654 0.00118 10
746 0.00118 7
845 0.00319 8
246 0.00857 5
658 0.00857 5
821 0.00857 6
E819 0.00587 7
901 0.02259 4
847 0.02259 4
V60 0.93757 3
35 0.93757 3
E887 0.93757 4
156 0.93757 3
915 0.93757 4
712 0.93757 5
481 0.97516 4
619 0.97516 5
359 0.97516 6
366 0.99058 5

ing data with replacement and feature randomness. Random
forest is an extension of the bagging method26, consisting of
a random sample of training data with replacement and the
combination of outputs .

The random forest model has many advantages over the de-
cision tree model27. The random forests model creates a large
number of relatively uncorrelated trees as only a subset of fea-
tures and subjects are considered while building each individ-
ual tree, reducing the chance of over reliance on a few data
points or features. The random forest model is also stabler as
its final output comes from each individual tree “voting” on
the outcome instead of just from one tree.

Extreme Gradient Boosting

XGBoost was another ensemble method used in this study.
Boosting is the other common ensemble technique28, and
trains each tree simultaneously and independently, while
boosting trains each tree in a sequential order to correct the
error of the previous tree.

Gradient boosting uses boosting to construct additive mod-
els from fitting a base learner to current residuals by minimiz-
ing the least squares. Each iteration of the training data for
the base learner is sampled without replacement from the full
training data. XGBoost, built from regular gradient boosting,
uses second partial derivatives in order to find the optimal re-
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Fig. 8 The performance of three machine learning models as the
function of training sizes

Table 5 Dataset feature statistics

Feature Distribution
Race Caucasion: 75%

African American: 19%
Other: 6%

Gender Male: 46%, Female: 54%
Prescribed Diabetes medication Yes: 77%, No: 23%
Readmission Yes: 46%, No: 54%

duction of the loss function, and also uses advanced L1 and
L2 regularization, making it less susceptible to overfitting.

Hyperparameters

We used scikit-learn to build the elastic net logistic regres-
sion model and the random forest30 and the XGBoost pack-
age from its namesake model31. We described how we chose
and tuned specific parameters in this section. Default values
were used for unmentioned parameters. The detailed descrip-
tions of the parameters of elastic net and logistic regression
are found on scikit-learn and each parameter for were listed in
XGBoost documentation32.

The hyperparameters were tuned using scikit-learn’s Halv-
ing Random Search method33. The hyperparameters were
generated by the uniform function when a float was required,
and a random integer function when an integer was in need.
The range of the generator would shift slightly if the best
performing model’s parameter was near the boundary. Halv-
ing random search differs from random search because it first
trained models with fewer resources, e.g., fewer samples. The
sets of model parameters yielding accuracy in the bottom two-

Fig. 9 Processing Pipeline

thirds were eliminated, while the rest passed on to the next
iteration to repeat the process, except the resources used were
doubled. This process repeated until only one set of param-
eters was left, which was then selected. The accuracy was
computed from two-fold cross validation. The use of fewer
resources in the iterations allowed Halving Random Search to
evaluate a much larger combination of parameters in the same
duration as random search, making more efficient discovery
of optimal parameters.

Table 6 shows the models and their respective parameter
settings. Bolded parameters were tuned, while other param-
eters were different from the default, but not tuned. Unmen-
tioned parameters were left as their default values. Note that
the random state parameter of all of the models were set to 0
for reproducibility.

Performance and Interpretation

Model performance was assessed by three metrics: accuracy,
area under receiver operating characteristic (AUROC), and
area under precision-recall curve (AUPRC). The testing set
was split into five folds to estimate standard deviation of the
three metrics. For the XGBoost model, the importance of each
feature came from their cover. Cover is calculated using pre-
dictions at that point in the tree, and the 2nd derivative with
respect to the loss function. The cover of a feature is the aver-
age cover in all of the splits where the feature is used.

We also analyzed how the sample size of the training data
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Fig. 10 Simplified XGBoost model29.

affected the accuracy by fitting models with varying amounts
of training data (a geometric sequence starting with 100 in-
creasing by factors of 2 until 51,200, also 20,000, 30,000, and
40,000 to fill in gaps, and the final one where the entire train-
ing set was used).
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